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GENERAL INFORMATION

This form contains 4 sections 
· Project & Personnel Information 

· Executive Summary and Research Information
· Educational Information, and 
· Outreach information. 

Each section has multiple questions that will help us generate an integrated report for both the RESCUE and Responsphere Annual and Final Reports. Please answer them as succinctly as possible. However, the content should contain enough details for a scientifically-interested reader to understand the scope of your work and importance of the achievements.  As this form covers both an annual and final report, the form asks you to provide input on the past year’s progress as well as overall progress for the entire 7-year program.
DEADLINE
The RESCUE and Responsphere reports are due to NSF by June 30, 2010.
Completed forms MUST be submitted by May 15th, 2010.  (Obviously, publications can be submitted through the website (www.itr-rescue.org) as you get papers accepted.).  It is crucial you have this finished by this date, as the Ex-Com will be meeting (some are flying in) to finalize the report.
SUBMISSION INSTRUCTIONS

The completed forms must be submitted via email to: 

· Chris Davison – cbdaviso@uci.edu  
Publications need to be submitted to our website in order for us to upload to the NSF:

http://www.itr-rescue.org/pubs/pub_submit.php
Auxiliary Material 

To help you complete this form, you should refer to both the RESCUE Strategic Plan which identifies the overall goal of the program (this information is needed in order for you to explain how your research helps to achieve the goals of the RESCUE program) and the RESCUE annual reports for Years 1 through 6, plus the strategic plan.  You can find these documents on the RESCUE projects website Intranet: http://www.itr-rescue.org 
SECTION A:  Project & Personnel Information

Project Title:  SAMI: Situational Awareness from Multi-modal Input
Names of Team Members: 
(Include Faculty/Senior Investigators, Graduate/Undergraduate Students, Researchers; which institution they’re from; and their function [grad student, researcher, etc])

UCI Graduate Students: Pouria Pirzadeh, Stella Chen, Rabia Nuray-Turan, Jon Hutchinson, Vibhav Gogate, Ram Hariharan, Dawit Seid, Yiming Ma, Shengyue Ji, Zheng Zhang
UCI Faculty and Senior Investigators: Naveen Ashish, Sharad Mehrotra, Dmitri Kalashnikov, Jay Lickfett, Chris Davison

List of Collaborators on Project:

(List all collaborators [industrial, government, academic] their affiliation, title, role in the project [e.g., member of Community Advisory Board, Industry Affiliate, testbed partner, etc.], and briefly discuss their participation in your project)
· Government Partners:
(Please list)

City of Ontario Fire Department – CAB member

Orange County Fire Authority – CAB Member

NASA Ames Research Center: Test-bed partner (information extraction). 
SaveOurSelves Community Clinic
· Academic Partners:
(Please list)

UCI Center for Biomedical Informatics (CBMI): Research Partner

Wright State University, Knoesis Center: Research Partner
· Industry Partners:
(Please list)

SECTION B:  Executive Summary and Research-Related Information
 (This summary needs to cover the entire 7-year period of the grant.  However, information on recent research progress must also be provided. Please discuss the progress of your research within the context of the following questions.  Where possible, please include graphics or tables to help answer these questions.)

Executive Summary

Executive Summary: Describe major research activities, major achievements, goals, and new problems identified over the entire seven-year period:
(This will be the MAJOR section of your report.  The rest of this template will provide more detailed information for the subsections of the final report).

Project Summary: (Introduction and description of project, challenges, goals, and research).

Activities and Finding: (Research, collaborations, projects, etc.).
Products and Contributions: (Artifacts, 1st Responder adopted technologies, impact, and outreach).
Project Achievements: (This is where you get to tout the success of your project as well as new problems identified):

Research Activities 

(Please summarize major research activities over the past 7 years using the following points as a guide)
Describe how your research supports the RESCUE vision

(Please provide a concise statement of how your research helps to meet RESCUE’s objectives and overarching and specific strategies – for reference, please refer to the Strategic Plan).

Situational Awareness (SA) systems are one of the five key thrust areas for the RESCUE project and its overall strategic objectives. The SAMI project undertook the goal of the developing an approach towards general purpose situational awareness systems or “engines” that can be applied across various applications. We made several contributions towards achieving this strategic goal by defining an architecture for general purpose SA systems and addressing multiple technical problems in the context of such an architecture, in depth.  It is a valid claim that the SAMI project has taken a pioneering step in taking the earlier “ad-hoc” and application specific approach to developing SA systems to a more general approach that is generic across applications.
,How did you specifically engage the end-user community in your research?
There are multiple example of how the end user community was engaged in our research. The Disaster Portal (described in detail shortly), a web-based information portal on disaster information for citizens is an example of a conduit that was very successfully used for community engagement. Our partners at the City of Ontario Fire Department (OFD) were actively involved in the conceptualization of this portal. We evaluated the portal in a live deployment (in collaboration with the OFD) during the October 2007 Southern California wild fires in the region obtaining valuable user feedback. 

Another example is that of continued work in situational awareness in the SAFIRE project where we actively engaged local fire departments such as the Orange County Fire Authority, Newport Beach Fire Department and the OFD in identifying SA needs in fire fighter safety. This collaboration ultimately led to the award of the SAFIRE project in this area which leverages much of the research in SAMI and in RESCUE.
How did your research address the social, organizational, and cultural contexts associated with technological solutions to crisis response? 
The importance of incorporating social, organizational, and cultural contexts in developing technological solutions in disaster response has been emphasized strongly in the RESCUE and SAMI projects right since inception. Any of our technology solutions and systems take into account such factors in order to provide a solution that will be realistically adopted by intended users. The Disaster Portal, for example, considers how lay citizens may best like to view information, and of what kinds, in a disaster situation. As another example, the EBox takes into account the “typical” IT or data management skills an organization may have i.e., without making assumptions on the presence of personnel with advanced or specialized skills that may likely not be available. 
Research Findings 
(Summarize major research findings over the past 7 years).)
Describe major findings highlighting what you consider to be groundbreaking scientific findings of your research. 
(Especially emphasize research results that you consider to be translational, i.e., changing a major perspective of research in your area).
The SAMI project has been a pioneering project in the direction of conceptualizing, designing and realizing the notion of general purpose situational awareness (SA) systems, with a particular focus on disaster and emergency response applications. At the very initiation of project RESCUE and with the valuable guidance from NSF we had identified the development of SA systems as a key thrust in the overall project. The most significant contributions of SAMI can perhaps be summarized as taking and further developing our strengths in core data management, semantics, and information analysis areas and following a coherent research strategy to achieve the notion of general purpose SA systems. A particular exciting aspect has been the exploitation of synergies between erstwhile disconnected areas in data management research – the integration of our work in semantics with that in information extraction from text, or the application of information extraction to our work in graph analysis or GIS systems are a few of many examples of cross collaboration. 
We present the research findings in more detail below. 

The Disaster Portal

The Disaster Portal (www.disasterportal.org), a technology for rapidly creating disaster information awareness Web portals for citizens and responders, is an example of an artifact that demonstrates the transition of research in the RESCUE project into a real-world application that has been used by literally thousands of users. Implementations of the disaster portal have been developed and deployed in the cities of Ontario, Rancho Cucamonga and Orange in California and in Champaign, IL. Essentially the disaster portal is an easily customizable web portal and set of component applications which can be used by first-responders to provide the public with real-time access to information related to disasters and emergency situations in their community. Current features include a situation overview with interactive maps, announcements and press notifications, emergency shelter status, and tools for family reunification and donation management. The Disaster Portal dramatically improves communication between first-responders/government agencies and the public, allowing for rapid dissemination of information to a wide audience.

The development of the Disaster Portal is based on two primary considerations. While we aim to provide practical applications and services of immediate utility to citizens and emergency managers, we also strive to significantly leverage many relevant pieces of IT research within RESCUE.  The advanced technologies that are currently incorporated into the Disaster Portal include components for customizable alerting, family reunification, scalable load handling, unusual event detection and internet information monitoring.
While providing a valuable service, as is, to the community, the disaster portal framework provides some significant opportunities for further work including:

· The migration of the portal framework to a software-as-service model utilizing cloud computing resources.

· Integration with related (and highly successful) international efforts on Web based portals for disasters – such as the Sahana effort in particular.
 
FICB

The Fire Incident Command Board (FICB) is a situational awareness system intended to aid fire department incident commanders during emergency response activities.  It accomplishes this by providing integration of a variety of data streams into a single, easy to use dashboard.  The data provided via the FICB includes data collected in real time from diverse sensors (both fixed and mobile) deployed at the incident scene (e.g. video cameras, speech / other audio, physiological sensing, location sensing), as well as precompiled data (e.g. GIS / maps, building floor plans, hazmat inventories, facility contact information).  The FICB provides the ability to monitor, query, and store the data from these diverse sensors in a user friendly manner. 

A prototype implementation of the FICB has been fully developed.  The prototype has been implemented by combining elements of some existing systems developed by RESCUE (e.g. SATware streams system) with new components (EBox prototype, computer aided dispatch system).  The SGS-Darkstar toolkit has been used an integration platform in order to implement the FICB incident model which is comprised of the elements of the firefighting domain such as personnel, equipment, physical infrastructure, etc.  FICB merges the data streams appropriately so that they may be represented with the relevant portions of this model in the user interfaces in order to provide a view of the overall situation to the incident commander in real-time.

We have performed several assessments of the FICB.  These include a situational awareness assessment using the SAGAT methodology conducted during an exercise held at UCI on May 12th.  In the simulated hazmat incident, one IC had access to the SAFIRE system while the other relied on more traditional technologies (radio).  The results of this experiment are being analyzed for inclusion in an article or technical report. A SAFIRE usability study was conducted at the May 17th 2009 SAFIRE firefighter forum as part of a tabletop exercise, in order to evaluate improvements in decision making due to enhanced situational awareness provided by the SAFIRE system.  Results indicate a high degree of both usability as well as decision making impact (by virtue of increased information and enhanced situational awareness) in those respondents with Incident Command experience.  Qualitative feedback was also captured in the study.
EBox

The “Software EBox” is a next generation rapid information integration system and framework for situational awareness, that has emerged from the RESCUE and related SAFIRE projects. Essentially, the EBox is an information integration system targeted towards situational awareness (SA) applications. In literally any SA system, including one for fire response, one requires access to a variety of different data of different types from different data sources. For instance in the context of FICB it is beneficial to have (integrated) access to information such as maps of the area, floor plans of various buildings, knowledge of building entrances and exits, knowledge of the presence of hazardous materials and chemicals, key personnel at the site and their contact information, etc., Besides many urban sites these days typically have buildings or other structures instrumented with sensors, such as say surveillance cameras, that can also be exploited for real-time situational information. 

The software EBox provides a novel software-as-service architecture where organizations can “upload” their information to a central EBox server that pre-assembles and integrates it and later provides it on demand to SA applications and clients. In the process of developing the EBox system we identified some key areas for fundamentally new information integration research including (i) The systematic representation and integration of real-time information coming from sensor data sources, (ii) Automated integration and anchoring of geo-spatial information and (iii) Being able to rapidly assemble new EBox applications and without requiring personnel with specialized data integration expertise. Of these we are currently working on the problem of being able to rapidly and easily develop new EBox applications, by reusing information from previous EBox deployments. 

Semantic Information Synthesis: Information Extraction from Text

Within our over arching theme of semantics driven synthesis in SAMI, we have made notable contributions in the area of information extraction from free or unstructured text. The automated extraction of information from unstructured or free text has been motivated by many RESCUE requirements including developing information awareness from online news stories, blogs, and reports, or developing awareness from transcribed first-responder conversations to name a few. Despite being an active area of research and technology development for over a decade, information extraction continues to be a hard and challenging technical problem.

In the last several years we have made the following important advancements and contributions in this area:

1) We developed the XAR system which is a comprehensive system for information extraction by building upon several relevant open-source text analysis and data management components.

2) We have developed, implemented, and validated an approach to exploiting semantics in information extraction by integrating semantic information as integrity constraints in information extraction tasks. Our approach identifies, and provides solutions to many computationally hard and challenging problems that arise in such an integration of semantic integrity constraints. 

The results of our work demonstrate a significant improvement in accuracy over state of the art extraction systems and techniques. The XAR system itself has been distributed to many academic institutions and research labs, and applied in diverse domains ranging from online news stories to the medical informatics domain. 

Speech Tagging of Images Using Semantics

Associating textual annotations/tags with multimedia content is among the most effective approaches to organize and to support search over digital images and multimedia databases. Despite advances in multimedia analysis, effective tagging remains largely a manual process wherein users add descriptive tags by hand, usually when uploading or browsing the collection, much after the pictures have been taken. This approach, however, is not convenient in all situations or for many applications, e.g., when users would like to publish and share pictures with others in real-time. An alternate approach is to instead utilize a speech interface using which users may specify image tags that can be transcribed into textual annotations by employing automated speech recognizers. Such a speech-based approach has all the benefits of human tagging without the cumbersomeness and impracticality typically associated with human tagging in real-time.  The key challenge in such an approach is the potential low recognition quality of the state of the art recognizers, especially in noisy environments. In this paper we explore how semantic knowledge in the form of co-occurrence between image tags can be exploited to boost the quality of speech recognition. We have postulated the problem of speech annotation as that of disambiguating among multiple alternatives offered by the recognizer. An empirical evaluation has been conducted over both real speech recognizer's output as well as synthetic data sets. The results demonstrate significant advantages of the proposed approach compared to the recognizer's output under varying conditions.

Multi-Geography Route Planning

We have addressed the problem of Multi-Geography Route Planning (MGRP) where the geographical information may be spread over multiple heterogeneous interconnected maps.  We have designed a flexible and scalable representation to model individual geographies and their interconnections. Given such a representation, we have developed an algorithm that exploits precomputation and caching of geographical data for path planning.  A utility-based approach is adopted to decide which paths to precompute and store. To validate the proposed approach we test the algorithm over the workload of a campus level evacuation simulation that plans evacuation routes over multiple geographies: indoor CAD maps, outdoor maps, pedestrian and transportation networks, etc. The empirical results indicate that the MGRP algorithm with the proposed utility based caching strategy significantly outperforms the state of the art solutions when applied to a large university campus data under varying conditions.

Entity Resolution

Entity Resolution (ER) is an important real world problem that has attracted significant research interest over the past few years. It deals with determining which object descriptions co-refer in a dataset. Due to its practical significance for data mining and data analysis tasks many different ER approaches has been developed to address the ER challenge.

Our work in RESCUE in the past several years has addressed many important problems in this area including record linkage, entity resolution, graph analysis for entity resolution and culminating a new “ER Ensemble” technique. The task of ER Ensemble is to combine the results of multiple base-level ER systems into a single solution with the goal of increasing the quality of ER. The framework leverages the observation that often no single ER method always performs the best, consistently outperforming other ER techniques in terms of quality. Instead, different ER solutions perform better in different contexts. The framework employs two novel combining approaches, which are based on supervised learning. The two approaches learn a mapping of the clustering decisions of the base-level ER systems, together with the local context, into a combined clustering decision. Our experiments, in various domains,  demonstrate that the proposed framework achieves significantly higher disambiguation quality compared to the current state of the art solutions.

Situational Awareness from Speech

The goal of our work is to explore research in the framework of an end-to-end speech processing system that can automatically process human conversations to create situational awareness during crisis response. Situational awareness refers to knowledge about the unfolding crisis event, the needs, the resources, and the context. Accurate assessment of the situation is vital to enable first responders (and the public) to take appropriate actions that can have significant impact on life and property. Consider, for instance, a situation of a large structural fire wherein teams of fire fighters enter into a burning building for search and rescue. Knowledge of the location of fire fighters, their physiological status, the ambient conditions and environment are critical for the success and safety of both the victims and fire fighters.  Appropriate situational awareness is critical not just at incident level, but at all levels of response. For instance, knowledge of occupancy levels, the special needs of the populace, the road-closures, the geographical scope of the disaster (e.g., the fire perimeter), etc. play a vital role in evacuation and shelter planning and in organizing medical triage. 

The importance of accurate and actionable situational awareness in crisis response is now well recognized and has led to significant research on appropriate sensing, networking, sensor processing, information sharing, data management, and decision support tools. Our experience in RESCUE has clearly established that while sensors (including motes, video, physiological, location, environmental) are important, speech is undoubtedly the single most important source of situational information. The very first point of contact of citizens with the responders during an emergency is through a telephone call to the 911 dispatch system. In case of large disasters that involve a larger team of responders (such as a fire-fighting team), the primary mechanism used for communication and coordination among response teams is through radios carried by the first responders. Such conversations contain perhaps what constitutes the most important situational information that has direct implications on the efficacy of the response. Despite importance of speech, today, assimilation of situational information from speech is almost entirely done manually.

Web People Search

Searching for people on the Web is one of the most common query types to the web search engines today. However, when a person name is queried, the returned result often contains webpages related to several distinct namesakes who have the queried name. The task of disambiguating and finding the webpages related to the specific person of interest is left to the user. Many Web People Search (WePS) approaches have been developed recently that attempt to automate this disambiguation process. Nevertheless, the disambiguation quality of these techniques leaves a major room for improvement. Our approach is based on extracting named entities from the web pages and then querying the web to collecting co-occurrence statistics, which are used as additional similarity measures. To address this challenge, we developed a Web People Search approach that clusters webpages based on their association to different people. Our method exploits a variety of semantic information extracted from Web pages, such as named entities and hyperlinks, to disambiguate among namesakes referred to on the Web pages. We demonstrated the effectiveness of our approach by testing the efficacy of the disambiguation algorithms and its impact on person search.

We also have investigated a new server-side WePS approach. It is based on collecting co-occurrence information from the Web and thus it uses the Web as an external data source. A skyline-based classification technique is developed for classifying the collected co-occurrence information in order to make clustering decisions. The clustering technique is specifically designed to (a) handle the dominance that exists in data and (b) to adapt to a given clustering quality measure. These properties allow the framework to get a major advantage in terms of result quality over all the 18 methods covered in the recent WePS competition. 

SATViewer

SATViewer is system for visualizing information captured in the SATware database which stores data collected from multiple sensors in the Responsphere IPS. The purpose of this project is to provide an interface for saving sensor data and visualizing it after the saving session. The system is implemented for SATware middleware and uses installed sensors for such middleware.  The key challenge in designing a visualization tool for such a pervasive system is that of information overload - limitations in user perception and in available display sizes prevent easy assimilation of information from massive databases of stored sensor data. For instance, in the Responsphere setting, there over 200 camera sensors deployed at two buildings; even a very simply query for monitoring these buildings will have to visualize 400 streams (audio/video) for any given time.

This work attempts to address the information overload problem using two key strategies: 

(i) Ranking relevant sensor streams 

(ii) Summarization of selected sensor streams


In particular the focus is on the capability to `link' multimedia data to a spatial region, and to a specific time, as well to synchronize diverse sensor streams so as to visualize them effectively. The application allows us to record data from sensors using a map or a list of the sensors. Moreover, it allows for querying saved sensor data by specifying sensors of interest and the time interval. Finally it allows adding new sensors in the system.
Localization framework 
The problem we address is the definition of a general framework in which any location detection technique can fit, being modeled as a generic location component. The main purpose of such a framework would be to answer location queries with the best trade-off between accuracy and precision, choosing the fittest location technology or the best combination of technologies to solve each query. The following steps were taken to address the problem: 
· Definition of a localization component interface, which is a model for a generic localization technology. The component is modeled as a black-box which is able to provide a non deterministic location prediction modeled as a probability mass function (PMF) on a set of locations. 

· Definition of a taxonomy of location queries which best applies to the most common localization problems. All types of queries were then formalized inside the framework. 

· Definition of an aggregation algorithm capable of elaborating answers coming from one or more localization components and aggregate them. Answers from different components are sorted by their relevancy as regards the current query. The answers are then progressively aggregated into one single PMF using Bayesian inference. The algorithm detect when an answer does not bring improvement to the global PMF, and it discards it. 

The framework has been implemented for SATware middleware. A Nokia N95 smart-phone was used to provide information to the implemented components. Several components and the aggregation algorithm were incorporated in a number of SATware mobile agents. SATware middleware is suitable to host the defined localization system, because the modularity of the framework, defined formally, is preserved. Several localization techniques have been adapted to fit in the framework (i.e. to provide probabilistic answers). Components involving the following localization techniques were implemented:

· Wi-Fi fingerprinting: a database matching technique based on wireless LAN. . This technique involves a nearest-neighbor search on a data space of previously collected signal strength readings (fingerprints). Distances from the fingerprints in the data space were used to calculate a probability for each location.

· GPS: the coordinates provided by a GPS receiver were used to build a Rayleigh distribution based on the accuracy value provided by the receiver itself.

· Bluetooth: Bluetooth technology was used to implement a simple anchor-based proximity localization system. This component outputs a uniform truncated PMF around fixed Bluetooth anchors.

· Speech: a simple natural language parser was written to extract location information from recognized speech. These information are used to retrieve PMFs which were previously written and which are stored in a database 

· Historic: this component uses previously calculated PMFs as a prior. Movement information coming from an accelerometer is also used to better exploit location information from the past. 

Event Detection 

Over the course of RESCUE we have developed a comprehensive approach to lifting situational awareness from event detectors such as sensors (people counters in buildings or highyway loop detectors as an example). In the final year we began a collaboration with a group of transportation engineers from the Institute of Transportation Studies (ITS: http://www.its.uci.edu/) at UC, Irvine.  Together, we are partnering with the California Department of Transportation (Caltrans) on a project to characterize the spatiotemporal signature of traffic accidents using loop sensor data.  We have extended the algorithms developed during the last several years of the Rescue project to find normal traffic patterns and detect and characterize unusual traffic conditions using additional measurements.  The extended model uses both a flow measurement (a count of vehicles passing over the sensor) and an occupancy measurement (a measure of the fraction of time the sensor is covered by a vehicle).  We have applied this new model to a large group of sensors on several southern California freeways.  This extended model is sensitive to smaller changes in traffic flow, and has led to interesting analysis of delay due to traffic incidents.  We are currently consolidating our findings into a report that will be submitted to a transportation journal.

We also started a second project this last year where we attempt to predict the flow profile of freeway on and off ramps using census information.   There are many stretches of highway where there are no functional  loop sensors.  Large scale problems such as dynamic population density estimation require inference over this missing data.  We imported census data into a Google maps application, created boundaries around the geo-locations of the ramp sensors, and extracted information relative to each sensor.  We have developed a model of the ramp profile given information about the area surrounding the sensor.  We are currently in the analysis phase of this project.

We are also working on another extension to the model where spatial links are modeled explicitly, and will soon be applying the event detection models on web traffic data.
Sensor Data Collection Scheduling

A distributed camera network allows for many compelling applications such as large-scale tracking or event detection. In most practical systems, resources are constrained. Although one would like to probe every camera at every time instant and store every frame, this is simply not feasible. Constraints arise from network bandwidth restrictions, I/O and disk usage from writing images, and CPU usage needed to extract features from the images. Assume that, due to resource constraints, only a subset of sensors can be probed at any given time unit. This paper examines the problem of selecting the “best” subset of sensors to probe under some user-specified objective - e.g., detecting as much motion as possible. With this objective, we would like to probe a camera when we expect motion, but would not like to waste resources on a non-active camera. The main idea behind our approach is the use of sensor semantics to guide the scheduling of resources. We learn a dynamic probabilistic model of motion correlations between cameras, and use the model to guide resource allocation for our sensor network.

Although previous work has leveraged probabilistic models for sensor-scheduling, our work is distinct in its focus on real-time building-monitoring using a camera network. We validate our approach on a sensor network of a dozen cameras spread throughout a university building, recording measurements of unscripted human activity over a two week period. We automatically learnt a semantic model of typical behaviors, and show that one can significantly improve efficiency of resource allocation by exploiting this model.

Research Contributions 

(The emphasis here is on broader impacts. How did your research contribute to advancing the state-of-knowledge in your research area? Please use the following questions to guide your response).
What products or artifacts have been developed as a result of your research?
· The Disaster Portal, web based information dissemination framework for generating disaster focused information portals.
· FICB, The Fire Incident Command Board – a situational awareness system for fire fighter incident commanders.

· XAR, an open-source information extraction system and framework
· WePS, a toolkit for data disambiguation being used by the research community.

· SATViewer. a new artifact for multi modal sensor data visualization.

How has your research contributed to knowledge within your discipline?
How has your research contributed to knowledge in other disciplines?
What human resource development contributions did your research project result in (e.g., students graduated, Ph.D., MS, contributions in placement of students in industry, academia, etc.) 

Dawit Seid, PhD (now at NCR)

Yiming Ma, PhD (now at Nokia Research)

Stella Chen, PhD (now at Microsoft)

Rabia-Nuray Turan, PhD

Ravi Jammalamadaka, PhD (now at EBay Research Labs)
Ram Hariharan (now at AT&T Interactive)

Zheng Zhang, MS (now at Bloomberg)
Contributions beyond science and engineering (e.g., to industry, current practice, to first responders, etc.) 

Please update your publication list for this project by going to: 
http://www.itr-rescue.org/pubs/pub_submit.php
(Include journal publications, technical reports, books, or periodicals). NSF must be referenced in each publication. DO NOT LIST YOUR PUBLICATIONS HERE. PLEASE PUT THEM ON THE WEBSITE.
Remaining Research Questions or Challenges 

(In order to help develop a research agenda based on  RESCUE after the project ends, please list remaining research questions or challenges and why they are significant within the context of the work you have done in RESCUE.  Please also explain how the research that has been performed under the current RESCUE project has been used to identify these research opportunities).

· Achieving general purpose situational awareness (SA) systems. The SAMI project undertook the goal of defining and developing general purpose SA systems applicable across different applications, much inspired by the notion of general purpose database management systems that can serve applications in a wide variety of domains. While significant accomplishments were made in RESCUE towards this goal, we believe that much remains to be done in its full realization. Specifically, the “three layered” architecture of information synthesis, information management and information analysis that we defined needs to be developed fully with the realization of a plug and play development work that can incorporate individual components in each layer. The development of such a framework is a problem in its own right. 
· Semantics in information synthesis. Developing a principled approach to exploiting semantic information in information synthesis has been an overarching theme of the SAMI project. We have achieved some success in this direction with our work in semantic extraction from text and initiation of some work in automated tagging of images using speech. We believe that at this point however we are merely “scratching the surface” of a potentially revolutionary and widely applicable approach to addressing hard problems in multi-media information synthesis in general. There is ample scope for further work in the area including the expansion to modalities other than text, and also the inclusion of semantic information of different kinds – as the current work has scoped it to particular aspects.
· Rapid, on-demand information integration (for situational awareness). An exciting area of further research that we believe we have “stumbled upon” (unwittingly perhaps) is the notion of the “EBox” – a system for rapid information integration for situational awareness. While information integration in itself is a well researched problem, including the availability of many industry solutions, much remains to be done in making integration applications faster and easier to build especially by non experts. We have identified fundamentally new problems in the information integration research area that are “open” with respect to this goal, and that if addressed would significantly improve our abilities to share and provide information nuggets that can prove extremely valuable to first responders in a response situation. 
Success Stories / Major Scientific Achievements 

(Use this section to highlight what your project has achieved over the last 7 years.  This is your opportunity to publicize your advancements and look back over our many years together and find those nuggets that really made a difference to science, first responders, etc.)

Semantics Driven Information Synthesis
The goals for the SAMI project focused on lifting situational awareness from “raw’ information, entailed that we would have to address many of the traditionally hard problems in automated information synthesis from information in any modality be it text, audio, images, or video. Much research has been conducted on the processing aspect in such synthesis such as the development of language based techniques for text extraction as an example. While many approaches also claim to use “semantics”, a principled approach to the exploitation of semantics for information synthesis has not been developed. We have made significant contributions in this area by developing our approach to semantic extraction from text. The work in SAMI is a novel first of its kind approach that takes an expansive view of semantics, and further demonstrates the effectiveness of this approach through improvements achieved in information extraction from text. 

Graph Based Disambiguation Framework for Entity Resolution from Text
Over the past years, we have developed a new paradigm for entity resolution that we refer to as Graph based Disambiguation Framework (GDF). GDF is a robust, domain-independent methodology that exploits various types of information (entity attributes, relationships, context) available in datasets for the purpose of disambiguation. GDF works by representing and analyzing datasets in the form of Entity-relationship graphs. In such graphs, entities are represented as nodes and edges correspond to relationships among entities. In our approach, the ER graphs are augmented to further represent ambiguity in data. Such an augmented graph is then analyzed to determine a measure of attraction amongst entities, where the attraction is proportional to how related the entities are. Such a measure of attraction is used to distinguish between same/similar representations of different entities as well as to learn
different representations of the same entity. The intuition behind our approach is that entities tend to cluster and form multiple relationships amongst themselves.

GDF has multiple attractive properties. First, GDF is based on a simple principle that can be formalized to develop a theoretical foundation. It is domain-independent and requires minimal intervention by analysts to use. Furthermore, the approach is amenable to exploiting machine learning techniques to be automatically tuned to diverse applications. GDF scales to datasets of reasonable sizes. Finally, (and perhaps most importantly), our experimental results
show the technique to be both robust (to uncertainty) and also capable of achieving very high disambiguation quality (it outperforms several prominent state-of-the-art methods including).
The Disaster Portal

The Disaster Portal is an example of a high impact practical “artifact” that has resulted from successful transition of research and technology from SAMI and RESCUE. While a simple and easy to use application, the portal has been a conduit for many of the advanced research activities in SAMI including techniques for event detection, semantic extraction from text, and disambiguation to name a few. The realization of the disaster portal also has led us in the direction of a “portal development science” that offers exciting opportunities in defining and developing a science to the development of such information portals. Developing a framework where multiple instantiations of such portals (say at different neighboring cities) and also at different levels (for instance city vs county vs state) that can interact intelligently with one another is one such area of work. 
SECTION C: Education-Related Information
Educational activities:
(RESCUE-related activities you and members of your team are involved in.  Include courses, projects in your existing courses, etc.  Descriptions must have [if applicable] the following: quarter/semester during which the course was taught, the course name and number, university this course was taught in, course instructor, course project name)

Training and development:

(Internships, seminars, workshops, etc., provided by your project.  Seminars/workshops should include date, location, and presenter.  Internships should include intern name, duration, and project topic.)  What PhD students have graduated?
Education Materials:

(Please list courses introduced, taught, tutorials, data sets, creation of any education material of pedagogical significance that is a direct result of the RESCUE project).
1) Course: Semantic Information Synthesis

Course Number: ICS 192

Course Name: Semantic Information Synthesis
Quarter: Fall 2007, Winter 2008

University: UCI

Instructor: Sharad Mehrota, Naveen Ashish and Dmitri Kalashnikov
2) Tutorial:

The SAMI Project: Situational Awareness Technologies for Disaster Response

Tutorial at Institute for Defense and Government Analysis, Washington DC, 2006

3) Educational Material

The XAR Information Extraction System

(Software, Training Manuals, and Documentation)
Internships: 
(Please list)
SECTION D:  Outreach Related Information
Additional outreach activities: 
(RESCUE-related conference presentations, participation in community activities, workshops, products or services provided to the community, etc.)
Presentations on SAMI (and RESCUE) research at several organizations including:

· The Institute for Defense and Government Analysis (IDGA), Washington DC

· Hogeschool Utrecht, The Netherlands

· NASA JPL, Pasadena

· California State University, Channel Islands

· Bell Laboratories, Bangalore India

· Disney Research, Glendale CA

· AT&T Interactive, Glendale CA

Conferences:
(Please list)
ACM SIGMOD
IEEE Intelligence and Security Informatics

International ISCRAM Conference

ACM GIS Conference

IEEE CSIE Conference

ACM SIGIR Conference

International Conference on Data Engineering

MMCN Conference

ACM Digital Libraries Conference

ACM Conference on Information and Knowledge Management

AAAI

International Semantic Web Conference

DASFAA Conference 
Group Presentations:
(Please list)
Impact of products or artifacts created from this project on first responders, industry, etc.    
(Are they currently being used by a first-responder group? In what capacity? Are they industry groups that are interested in licensing the technology or investing in further development?).
1. FICB

The Disaster Portal

The Disaster Portal is an example of a high impact practical “artifact” that has resulted from successful transition of research and technology from SAMI and RESCUE. While a simple and easy to use application, the portal has been a conduit for many of the advanced research activities in SAMI including techniques for event detection, semantic extraction from text, and disambiguation to name a few. The realization of the disaster portal also has led us in the direction of a “portal development science” that offers exciting opportunities in defining and developing a science to the development of such information portals. Developing a framework where multiple instantiations of such portals (say at different neighboring cities) and also at different levels (for instance city vs county vs state) that can interact intelligently with one another is one such area of work. 
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