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GENERAL INFORMATION

This form contains 4 sections 
· Project & Personnel Information 

· Executive Summary and Research Information
· Educational Information, and 
· Outreach information. 

Each section has multiple questions that will help us generate an integrated report for both the RESCUE and Responsphere Annual and Final Reports. Please answer them as succinctly as possible. However, the content should contain enough details for a scientifically-interested reader to understand the scope of your work and importance of the achievements.  As this form covers both an annual and final report, the form asks you to provide input on the past year’s progress as well as overall progress for the entire 7-year program.
DEADLINE
The RESCUE and Responsphere reports are due to NSF by June 30, 2010.
Completed forms MUST be submitted by May 15th, 2010.  (Obviously, publications can be submitted through the website (www.itr-rescue.org) as you get papers accepted.).  It is crucial you have this finished by this date, as the Ex-Com will be meeting (some are flying in) to finalize the report.
SUBMISSION INSTRUCTIONS

The completed forms must be submitted via email to: 

· Chris Davison – cbdaviso@uci.edu  
Publications need to be submitted to our website in order for us to upload to the NSF:

http://www.itr-rescue.org/pubs/pub_submit.php
Auxiliary Material 

To help you complete this form, you should refer to both the RESCUE Strategic Plan which identifies the overall goal of the program (this information is needed in order for you to explain how your research helps to achieve the goals of the RESCUE program) and the RESCUE annual reports for Years 1 through 6, plus the strategic plan.  You can find these documents on the RESCUE projects website Intranet: http://www.itr-rescue.org 
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List of Collaborators on Project:

(List all collaborators [industrial, government, academic] their affiliation, title, role in the project [e.g., member of Community Advisory Board, Industry Affiliate, testbed partner, etc.], and briefly discuss their participation in your project)
· Government Partners:
· City of Ontario   ---   Used crisis alert system in recent drills and actual emergency events and provided feedback on functionality

· City of Los Angeles, Emergency Preparedness Department – Hosted a summer intern in Year 1 of the Project to determine dissemination needs and opportunities and provided constant feedback to the project  viz-a-viz applicability of ideas. 
· City of Rancho Cucamonga – in discussions to apply the crisis alert system for information dissemination to schools in the city.

· Los Angeles Department of Public Health – discussions initiated on transforming the current crisis alert system to address public health related information dissemination.

· State of California OES,USGS and CSIN (California Seismic Information Network) – Preliminary discussions in deploying a pilot study of an earthquake early warning system for the State of CA.   Also in discussion with UC Berkeley Seismological Laboratory to tie the Elarms systems to provide dynamic input (magnitude, epicenter) into the CrisisAlert system.
· Academic Partners:
· Industry Partners:
· Fonevia Inc. – Integration of the Crisis Alert system with their telephony based alert system
· Nokia Research Labs, Palo Alto --  Design and Development of Protocols and Systems for Dissemination in Wireless Ad-hoc Cellular Systems.

SECTION B:  Executive Summary and Research-Related Information (2 pages per project/area – e.g., SAMI, PISA, networks, dissemination, privacy, metasim, social science contributions,  artifacts, testbeds)
 (This summary needs to cover the entire 7-year period of the grant.  However, information on recent research progress must also be provided. Please discuss the progress of your research within the context of the following questions.  Where possible, please include graphics or tables to help answer these questions.)

Executive Summary

Executive Summary: Describe major research activities, major achievements, goals, and new problems identified over the entire seven-year period:
(This will be the MAJOR section of your report.  The rest of this template will provide more detailed information for the subsections of the final report).

The section should answer the following questions:

1) What was the major challenge that your project was addressing and what were your goals?

Example: Creating on site networks and bi-directional data communication instantaneously which can meet the needs of data transmission both from first responders to the incident commanders and from incident commanders to the first responders.

2) What major technological/social science research questions were identified and what approach did you identify to solve the research question?
Example:  The research question in the above challenge could be (a) reliability of communication in mesh environments and in multi-carrier networks, and (b) building capacity by exploiting multiple networks. 

An example of approach could be exploiting multiple carriers, and of building mechanisms for prioritization of messaging to meet application quality. 
3) What were your achievements in meeting the goals and addressing the research questions which you would like to highlight?

Example:  Theoretical analysis of network capacities in such networks.  One can quote the main result in such a theoretical analysis. Engineering such multinetworks, coming up with mechanisms for data collection in such networks, etc. 

Products and Contributions: (Artifacts, 1st Responder adopted technologies, impact, and outreach).
This section should answer the following questions:

1) What products/systems did you develop?
2)  How were these products /ideas tested? 

3) What were the lessons learned? 

Project Achievements: (This is where you get to tout the success of your project as well as new problems identified):
Please address following questions:

a) How did your work change the state-of-the-art in the area of your project? That is, what new scientific achievements can we attribute to your work?
b) How did the achievement lead to impact on first responders if any? Clear examples of such impact would be very useful. 

SECTION C:  Research Activities (this section will provide us information for the detailed appendix that will be included along with the executive summary)
(Please summarize major research activities over the past 7 years using the following points as a guide)
Project Name:  Customized Dissemination in the Large
Project Summary --- summarize again what the major objectives of the project. 
This is more or less a cut and paste from Section B that goes to executive summary. Feel free to elaborate a bit more about the project and its scope and in addition address the following questions. 

Describe how your research supports the RESCUE vision
(Please provide a concise statement of how your research helps to meet RESCUE’s objectives and overarching and specific strategies – for reference, please refer to the Strategic Plan).

This project focuses on information that is disseminated to the public at large specifically to encourage self-protective actions, such as evacuation from endangered areas, sheltering-in-place, and other actions designed to reduce exposure to natural and human-induced threats. Specifically, we have developed an understanding of the key factors in effective dissemination to the public in various disasters and design technology innovations for conveying accurate and timely information to those who are actually at risk (or likely to be), while providing reassuring information to those who are not at risk and therefore do not need to take self-protective action.                                                                                                          There are three key factors that pose significant challenges (social and technological) to effective information dissemination in crises situations – variation in warning times, determining specificity of warning information to effectively communicate to different populations, and customization of the delivery process to reach the targeted populations in time over possibly failing infrastructures. Our approach to address these challenges is a focused multidisciplinary effort that (a) understands and utilizes the context in which the dissemination of information occurs to determine sources, recipients, channels of targeted messages and (b) develop technological solutions that can deliver appropriate and accessible information to the public rapidly. The ultimate objective is a set of next generation warning systems that can bring about an appropriate response, rather than an under- or over-response.

Research activities in this project have been divided into three main thrusts as illustrated in the roadmap below:
1) Understand dissemination scenarios: by identifying and studying the role of factors involved in decision making to enable decisions regarding when, what and whom to warn to avert the usual problems of normalcy bias and over-response.
2) Supporting customization needs: through flexible, timely, and scalable technologies including peer-based publish/subscribe architectures. 
3) Scalable, robust delivery infrastructure: to build highly scalable, reliable and timely dissemination services from unstable and unreliable resources using a peer-based architecture for both wired and wireless dissemination. 
[image: image3.png]©)

il

oo thiliBIv WIEGothiIlBIVARIEIs S STH:S

FagntanatO Sumer s Tave:

& Cotten
Vaisyloreo

ONICEPITIS

©)
7" Google

G G StiesmimallN 10003 Ereta i issim)

: undefined

Ontario Senior Center: (909) 395-2021
Central School: (909) 983-8522
National Guard Armory: (909) 983-3699
Event Info
Earthquake: 7.1 magnitude

The earthquake may have structurally compromised one or more of your school's |
buildings. We advise you to evacuate the school in a calm and timely manner. Please "
direct the students to one of the nearest shelters listed below. Contact information

and driving directions can be found by clicking on the shelters' name in the links
section. You can contact them to inquire into their status and availability.

National Guard Armory





Research Thrust 1: Understanding Dissemination Scenarios

Within disasters and other large-scale crisis situations, individuals attempt to obtain information from both formal (e.g., disaster warnings) and informal (e.g., rumors) sources. Our research activities have been focused on understanding dissemination scenarios, first responder’s networks structure, information diffusion modalities and new technologies for dissemination.

SubTopic 1: Understanding dissemination scenarios under varying warning times:   Our investigations cover the situations under short and longer warning times.  In the case of short warning time, we investigated the early Earthquake warnings.  On May 26, 2006, RESCUE, assisted by the Natural Hazards Center, hosted an Earthquake Early Warning (EEW) Workshop at the UCI Campus.  The purpose of this meeting was to update researchers and stakeholders on the state of the art developments in earthquake alert and warning since the conclusion of the TriNet study (2002); and to discuss issues pertaining to public information dissemination from the fields of earthquake engineering science, social science, information technology, state and local policy-makers, emergency managers, schools/school districts, parents and community members, and private industry partners. 
In the case of Longer warning time (e.g. hurricanes), by studying communications among community organizations in the Hurricane Katrina response, we developed an understanding of the structure of emergent communication networks as well as information flow within these networks. We have performed a series of simulation studies to explore the behavior of information (e.g., emergency notifications) diffusing through large-scale social networks.  One application of interest which was identified by the customized dissemination team was notification within schools; to this end, we have used existing data on student networks to examine the behavior of information diffusion within this context.  
SubTopic 2: Understanding the structure of responder networks: Our research utilized data from the World Trade Center disaster (obtained from the Port Authority of New York and New Jersey) to construct two large network data sets for emergency phase responder interaction.  Our research set the context for dissemination overlay networks similar to the ones used in the RapID system described below. Examining responder radio communication networks at the WTC disaster showed that emergency-phase communications were dominated by a relatively small group of “hubs” working with a larger number of “pendants”. Very little clustering was observed, strongly differentiating these networks from most communication structures observed in non-emergency settings.
We have examined the structure of emergent multi-organizational networks (EMONs) that develop when existing organizational networks are unable to cope with an event. In our work, we examine the probability of interaction between organizations based upon attribute data, including type (i.e., government, non-profit, profit, collective), scale of operation, and degree of autonomy.  Using exponential family models, we estimate the extent to which organizations work with similar versus dissimilar alters (i.e. non-profits working with non-profits or government organizations working with for-profit organizations).  In addition, we investigate the question of whether these effects differ depending upon the functional tasks in which the organizations are involved. 
SubTopic 3: Information diffusion in response networks: We have modeled the propagation of crisis information within social networks, using extrapolative simulation based on data drawn from various archival sources. In Year 5, we have been using these information diffusion simulations to model the communication behavior of the community members upon receipt of warning messages from our Crisis Alert system. As we observe the various behaviors of the actors in the simulated world, we can further refine how the Crisis Alert system will be used.  
SubTopic 4: Citizen Communications in Disasters: We consider the role of public participation in disaster and how role information communication technology (ICT) is extending this participation, particularly in the form ofcitizen-to-citizen communications. We have built an analytical framework for describing public communications following a disaster through remote and in-field ethnographic studies of real disaster events. Examining both low- and emerging high-tech forms of citizen communications, we will develop prototypes for peer-to-peer, location-aware, and hybrid digital-physical technologies that support different forms of information seeking, provision and personal expression.  
Research Thrust 2:  IT for Customized Dissemination

In the customized dissemination research in Rescue we concentrate on dissemination methods to customize content delivery for receivers based on their need and interest. We found out that the most appropriate framework for such a dissemination system is distributed publish/subscribe content dissemination system. However, the existing publish/subscribe systems in their current form cannot address all the challenges that may rise in application scenarios that we consider in Rescue project. Therefore, we need to provide new techniques to enhance the publish/subscribe system in such a way that it can address the challenges in customized dissemination.

An important property of the customized dissemination is to only deliver the relevant content to the receivers. The relevance of content to receivers is detected based on different parameters. The receiver location, profile and explicit interest expression are some of such parameters that can be used in customizing content dissemination. These parameters form the subscriptions in our customized dissemination system which is based on publish/subscribe framework. 

One of the main challenging issues in the customized dissemination scenarios we consider in Rescue project are timely and reliable dissemination of information. Therefore, a publish/subscribe system that is being used in such scenarios must provide fast dissemination service along with scalability and resilience to failures. To achieve such characteristics, we have proposed a distributed publish/subscribe structure that provides continuous customized dissemination service even in existence of major failures in the publish/subscribe network. The proposed architecture, which we refer to as Cluster-based publish/subscribe, not only provides robust dissemination service, but also speeds up information delivery to appropriate receivers and can scale to large number of receivers through efficient load distribution techniques that are incorporated in the proposed framework. Our proposed approach achieves fault tolerance by organizing content brokers in clusters. Multiple inter cluster links provide continuous availability of dissemination service in presence of broker failure without requiring subscription retransmission or reconstruction of broker overlay. 

We have also worked on efficient subscription management techniques and content matching approaches in order to further improve the efficiency of publish/subscribe framework for customized content dissemination. We developed a novel approach based on negative space representation for subsumption checking along with efficient algorithms for subscription forwarding in a dynamic pub/sub environment. We also provided heuristics for approximate subsumption checking that greatly enhance the performance without compromising the correct execution of the system and only adding incremental cost in terms of extra computation in brokers. We have published two papers in this area so far and at least two other papers are under preparation.

An important issue in customized information dissemination that has not been addressed in the existing publish/subscribe is the heterogeneity of the dissemination network and receivers. Heterogeneity includes parameters such as receiver device, network bandwidth and latency and user preference in content format. In real applications users may desire to receive information is variety of formats. For instance, users that receive information on handheld devices such as PDA or cell phone desire to receive contents that are suitable for such devices. Therefore, a customized information dissemination system should not only deliver the information to relevant receivers but also it should customize the content format to in such a way that it fits the receiver’s context. Existing distributed Pub/Sub systems do not provide such service and disseminate information in the same format to all receivers. We propose a DHT-based Pub/Sub architecture that not only delivers content to the relevant users, but also customize the information for each user based on their desire. The customization is done through the content adaptation operators that accept content in one format and convert it into another format. Examples of content adaptation operators are content transcoding for multimedia information and content translation for multilingual receivers. 

The important challenge in information customization in distributed Pub/Sub system is deciding about the place that the customization operations must be performed. Two straight forward options are to perform required operations in the source or in the destination of the published information. However, such decision may result in increased customization cost or increased network traffic or both. We have defined the customized Pub/Sub system as the problem of selecting perfect location in broker overlay for performing customization operators and have shown that this problem is NP-Complete (Steiner Tree Problem). We have also proposed heuristics for selecting locations for content adaptation and compared the proposed techniques with the approaches that perform adaptation in the source or destination brokers. Our first heuristic, which we refer to as Optimistic approach, estimates the dissemination tree in the publish/subscribe overlay network and assuming that the estimated tree is accurate uses a dynamic-programming based algorithm to decide about placement of required customizations. On the other hand, our second heuristic, which we call Conservative approach, first probes the dissemination tree to compute the accurate tree and then uses the tree to find the customization location based on the placement algorithm. Our analysis shows that the proposed approaches reduce the computation cost resulted from customization operators along with communication cost resulted from content transmission.

Research Thrust 3:  Scalable, robust delivery infrastructure: 

Our work on understanding dissemination scenarios for crisis communication revealed the following insights - (a) For reasons of cost and deployability, any feasible solution must incorporate the ability to leverage existing infrastructure (wired or wireless) at times of crisis; (b) Robustness must be addressed in the delivery layer since the existing infrastructure over which dissemination solutions are designed are fragile during crisis and may be unavailable due to surge capacity. (c) Time is of the essence especially in short-notice warning systems. (d) Solutions designed must be scalabile to large populations.  Accordingly, our research in the delivery layer addresses the above challenges from both the wired and wireless perspectives. 

Robust and Scalable Delivery in Wired Networks:  In the wired domain, P2P systems are now quite popular as a means of disseminating and sharing content; here nodes dynamically join and leave the network. The distributed architecture of P2P systems offers many advantages that are useful to address the crisis communication problem, including robustness to failures (due to lack of centralized components), scalability of service as more users/peers join the system and greatly reduced administration costs (for any single organization). However, several issues must be overcome in order to realize the full potential of P2P systems. Primarily, P2P networks can be highly dynamic (as nodes can potentially join and leave the network at any point of time). Secondly, all peers may not be equal. Some nodes are typically more capable in terms of resources and data than others. The challenge then, is how to provide steady service in a dynamic network while fully exploiting the more capable peers. 
SubTopic 1 - Understanding and exploiting dynamicity in P2P networks:  Researchers at UCI (Venkatasubramanian), began by understanding the various dimensions of node dynamicity and their impact on the resulting network structure. We also proposed a new measure of dynamicity called persistence that is useful in determining the fraction of the network that is made up of stable nodes (IEEE International Conference on Peer-to-Peer Networks 2004).  Subsequently, UCI researchers(Mehrotra, Li, Venkatasubramanian), designed and  developed a protocol called “SPINE” for distributed metadata management in P2P networks. In the SPINE framework, stable nodes are elected (in a distributed manner) to form the ‘backbone’ of the P2P network. The stable nodes maintain meta-data about the network and help make searching for resources efficient and scalable. Through SPINE, data distribution information can be disseminated in a P2P network in an efficient manner and a consistent view of a situation can be maintained across all peers in a distributed fashion. 

Subtopic 2: Understanding Push vs. Pull Based Customized Dissemination of Dynamic Information.  In this work, we explore customized delivery of information in a client/server context. Applications that need to disseminate dynamic information from a server to various clients can suffer from heavy communication costs. Customized information needs of clients can influence whether information must be pushed to the client or pulled from the server.  Data caching at a client can help mitigate these costs, particularly when individual push-pull decisions are made for the different semantic regions in the data space.  The server is responsible for notifying the client about updates in the push regions.  The client needs to contact the server for queries that ask for data in the pull regions.  We call the idea of partitioning the data space into push-pull regions to minimize communication cost data gerrymandering.  In this study, we present solutions to technical challenges in adopting this simple but powerful idea (IEEE TKDE publication).  We give a provably optimal-cost dynamic programming algorithm for gerrymandering on a single query attribute.  We propose a family of efficient heuristics for gerrymandering on multiple query attributes. We handle the dynamic case in which the workloads of queries and updates evolve over time.  We validate our methods through extensive experiments on real and synthetic data sets.
SubTopic 3 - Novel Protocols for Flash Dissemination in Heterogeneous P2P Networks: Motivated by findings during an internship at the City of Los Angeles’ Emergency Preparedness Department, RESCUE researchers at UCI (Mehrotra, Venkatasubramanian) introduced the problem of Flash Dissemination - a new form of dissemination that arises in mission-critical applications where critical information is disseminated to a large number of recipients in a very short period of time. For example, populations affected by an earthquake must know within minutes about protective actions that must be taken to deal with aftershocks or secondary hazards (hazardous materials release) after the main shock.   
Any solution to the flash dissemination problem using a peer-based infrastructure must also address problems of unpredictability, scalability and heterogeneity. Since dissemination events (e.g. major disasters) are unpredictable and may be rare, deployed solutions for flash dissemination may be idle for a majority of the time. Upon invocation of the flash dissemination, large amounts of resources must be (almost) instantaneously available to deliver the information in the shortest possible time. Flash dissemination may need to reach a very large number of recipients, leading to scalability issues. c) With the use of a peer-based platform for delivery, heterogeneity is a significant challenge. The heterogeneity is manifested in the data (varying sizes, modalities) and in the underlying systems (sources, recipients and network channels). Varying network topologies induce heterogeneous connectivity conditions – organizational structures dictate overlay topologies, and geographic distances between nodes in the physical layer influence end-to-end transfer latencies. In the earthquake example, customized information on care, shelter and first-aid must be delivered to tens of thousands of people with varying network capabilities (dial-up, DSL, cable, cellular, T1). Given the unpredictability in its need, the unstable nature of networks/systems and the varying characteristics of delivered content, flash-dissemination has different concerns and constraints as compared to traditional broadcast or content delivery systems.
UCI researchers (S. Mehrotra, N.Venkatasubramanian)  explored this problem from theoretical and pragmatic perspectives, developed optimized protocols and algorithms to support flash dissemination and aimed to incorporate our solutions in a prototype system. During periods of non-use the idling-cost (e.g. dedicated servers, background network traffic) of the system must be minimum (ideally zero), while during times of need, maximum server and network resources must be available. The underlying protocols must be able to disseminate as fast (or faster) as current highly optimized content delivery systems under normal circumstances. In addition, such protocols must be highly fault-resilient under unstable conditions and adapt rapidly in a constantly changing environment.  We investigated a peer-based approach transferring the dissemination load to information receivers. Using theoretical foundations from broadcast-theory, random graphs and gossip-theory, we developed both centralized and distributed protocols for flash dissemination that work under a variety of situations. DIM-RANK and DIM-TIME are centralized, greedy, heuristic-based approaches that use a central node to determine the dissemination plan – the actual dissemination itself is a decentralized process (published in IEEE HIPC) . 

We have developed a minimum-state gossip-based protocol called CREW (published in IEEE ICDCS 2006). CREW (Concurrent Random Expanding Walkers) is an extremely fast, decentralized, fault-tolerant protocol that incurs minimal (to zero) idling overhead. We implement the protocol in a framework that we call RapID that provides key building blocks for P2P content delivery systems. Extensive experimental results over an emulated Internet testbed show that CREW is faster than current state-of-art dissemination systems (such as BitTorrent, Splitstream and Bullet), while maintaining the stateless fault-tolerance properties of traditional gossip protocols. Further, we have also investigated centralized, global-knowledge protocols for dissemination. These protocols are much faster than localized randomized protocols and may be useful in situations where network and systems are stable and dissemination may be repeated multiple times to the same set of recipients, thus amortizing the knowledge collection and dissemination plan generation costs.  

Subtopic 4: Rapid- A Middleware Framework for P2P Based Flash Dissemination : RapID is a P2P prototype flash-dissemination system developed by UCI researchers  (S. Mehrotra, N. Venkatasubramanian) to support fast, distributed dissemination of critical information. A network of machines forms the overlay network. Because RapID is content agnostic, it can be used to distribute any file. A sender machine can send data/content to all the other machines in a fast, scalable fashion. The file to be disseminated is input at a command line, broken into chunks and 'swarmed' into the overlay. On the receiving end, chunks are collected in the 'right-order' (using a 'sliding window'), and the output can be piped into another program or redirected into a file (to be stored). We have prototyped a family of flash-dissemination protocols in Rapid including DIM, DIM-RANK, Distributed DIM and CREW.  Rapid has been successfully integrated into the CrisisAlert System, a key artifact of this project (described later) and has been evaluated in conjunction with our government partners.
SubTopic 5: Catastrophe Resilient Flash Dissemination:  UCI researchers (Mehrotra and Venkatasubramanian)formalized the problem of catastrophe-resilient flash dissemination for peer-based systems, designed and evaluated protocols to support rapid dissemination in the presence of catastrophes (i.e., significant numbers of simultaneous failures).  We developed Roulette, a new protocol that works even under extreme failures (catastrophes) where a large percentage of the participating nodes in the peer network fail simultaneously. Interestingly, the application of this protocol is not restricted to just disaster scenarios.  A very general use case for the Roulette protocol is to support scalability in web servers. We have addressed the issue of scalable dissemination and developed and implemented Flashback (published in IEEE ICDCS 2007), a system for making web-servers scalable to flash/surge crowds using a P2P approach. Thorough experimentation has shown the superiority of the Roulette protocol and the Flashback system over currently used systems (BitTorrent), indicating that a multiple catastrophe resilient protocol such as Roulette is a necessity to build truly scalable web servers.  In the final year of the project, we have expanded Roulette to deal with streaming content and designed a prototype of the streaming Flashback system.  Flashback technology has additionally been incorporated into the Disaster Portal, one of the flagship artifacts of RESCUE.  The Flashback-enabled Disaster Portal will allow a user of the Disaster Portal to simultaneously act as a server of the content to other sites, alleviating the problem of “flash crowds” to key information sites during a disaster.
Subtopic 6: Robust Application Layer Multicast for enabling very short term warnings:  In the final year of RESCUE, we also focused on addressing the case of extremely short term information dissemination, as is the case for seismic early warning where only few seconds are available before the earthquake strikes. In this scenario, given that the information available is limited, the amount of data to disseminate to a large number of recipients is usually small. As in the case of Flash dissemination that we already explored in the previous years, information needs to be disseminated as fast as possible. Reliability is another key factor in this type of applications, although in this case, we can exploit the fact that massive failures/catastrophes have not yet occurred and network infrastructure could be assumed to be somewhat stable. We have studied existing protocols for group communication and identified some that could apply to the early warning scenario. In particular, we considered various implementations of Application Layer Multicast and gossip protocols and found them unsuitable to the early warning case where very low latency and high reliability are required. We have developed a new protocol that merges both gossip and Application Layer Multicast advantages and exploits the knowledge of the group structure to minimize the overhead and the dissemination speed. We are currently testing it through simulations to show the advantages of this protocol in the early warning scenario as compared to others.

In addition, we are working with our community partners to design and test a use case scenario of early warning to schools, school districts and communities in the State of California as possible recipients. In fact, we make the assumption that schools in the same geographic region (i.e. county or city) will need to receive the same early warning message and we exploit this knowledge to speed up the dissemination. Given this scenario, we intend to test the scalability of our protocol as the number of recipients increases. In order to test our protocol in a complete and more realistic manner, we are considering a failure model that includes both independent random failures (pre-disaster) and geographically coordinated failures that can happen as the disaster strikes. We are planning to determine to which extent our protocol can be used to effectively disseminate early warning under these failure assumptions.  Finally, we will integrate this protocol in the Crisis Alert system, adding the capability to disseminate early warning or high priority messages. 
Dissemination in Wireless Networks: The research on information dissemination in heterogeneous wireless networks is an important thrust of the RESCUE project, which in particular reflects RESCUE’s vision that crisis-related information needs to be disseminated to the right people in the right place at the right time using whatever technology that is available. In crisis scenarios, instead of sitting in front of computers, people tend to be walking, running, driving and being evacuated, in which case mobile handheld devices will be the major tool for communications. Hence, wireless networks (e.g., cellular, Wi-Fi) are a natural extension to, a good complement and backup of wire-line networks in sending warnings and notifications, either to the public at large or among first responders. However, given the uncertainty of wireless transmissions, the mobility and heterogeneity of mobile devices, how to make dissemination over wireless networks reliable, fast and efficient is a big challenge, and hence is the goal of this research effort.
In order to obtain better understanding of the distinct characteristics of wireless transmissions, we surveyed the literature on the MAC layer, network layer and transport layer protocols of the wireless networking stack.

1. In order to obtain awareness of the state of art in this research area and to identify potential problems, we did a comprehensive survey on prior research work which addresses data dissemination (unicasting, multicasting and broadcasting) in wireless networks.

2. In order to understand the difference between MAC-unicast and MAC-broadcast operations make in supporting upper-layers’ dissemination needs, we conducted extensive simulation studies on MAC-unicast based dissemination and MAC-broadcast-based dissemination. We compared performance metrics, such as reliability, latency, transmission overhead and energy consumption.

3. We studied the performance of existing dissemination techniques with varying data sizes. We identified the reliability problem existing techniques experience when disseminating large-size rich content data. We discovered the causes of this problem and proposed approaches to overcoming the problem.

4. We exploited cellular/Wi-Fi combined networks to achieve fact, scalable and location-aware information dissemination. We utilized cell broadcasting and multiple wireless interfaces enabled mobile devices for that purpose. We built up a simulation-based demo to show the feasibility of the use case scenario.

5. To address the reliability problems with content dissemination, we developed protocols that enable fast, reliable and efficient content dissemination. The protocols either provide best-effort services, or offer adaptive reliability guarantees.

6. To accommodate the heterogeneity of mobile devices and user preferences, as well as the intermittent connectivity between them caused by human mobility, we came up with a generic framework for encounter-based opportunistic messaging/ dissemination. We developed protocols that efficiently deliver data to a specific person, a group of people, people with certain interests, or the general public. The data dissemination can be bounded to particular locations, and can last for a specified period of time.
How did you specifically engage the end-user community in your research?
Working with industry partner, Nokia, we have developed fast broadcasting services on Nokia devices equipped with multiple wireless interfaces.  We are also in discussions with industry in the school-based communication domain (primarily Fonevia Inc.), through whom we expect to obtain participation of some Southern California school districts for the pilot study to be conducted in the coming year.  We are also in discussion with several agencies to test and deploy versions of the CrisisAlert system.

How did your research address the social, organizational, and cultural contexts associated with technological solutions to crisis response? 

Research Thrust 1 places specific emphasis on this very aspect.  The findings of Research Thrust 1 were incorporated into the customization needs and delivery modalities and reflected in the CrisisAlert Artifact.

Research Findings 
(Summarize major research findings over the past 7 years).)
Describe major findings highlighting what you consider to be groundbreaking scientific findings of your research. 
(Especially emphasize research results that you consider to be translational, i.e., changing a major perspective of research in your area).
Research Thrust 1: Understanding dissemination scenarios
SubTopic 1- Understanding dissemination scenarios under varying warning times:  With Short term warnings, key findings of the Earthquake Early Warning (EEW) Workshop were that many accomplishments were made through the TriNet project specifically in seismological studies (e.g. ShakeMap technology). However, the pilot project, which was promised, was never undertaken, partly due to the lack of an IT infrastructure for enabling this.  The workshop revealed that RESCUE dissemination technologies can play a significant role in enabling such a pilot project and that there is a need for a federal agency to step forward and take the lead on earthquake early warning. The lead agency will be protected from liability issues under federal mandate should legislation on EEW be created.  With longer warning times, Our findings have highlighted the importance of non-routine communication channels in disseminating information during the response when conventional infrastructure is severely degraded. Furthermore, our findings suggest that informal message passing given an initial warning will be very rapid, but will often be inaccurate for complex messages.  This phenomenon may be somewhat attenuated by the use of a larger initial target population; we are currently attempting to identify heuristics for message placement to minimize signal corruption, for use in deploying customized dissemination systems.

SubTopic 2: Understanding the structure of responder networks: Analyses of the WTC network data have yielded a number of useful findings regarding the use of radio communication systems during the early hours of the WTC disaster. These findings and other results suggest that responder communication systems must support heterogeneous usage patterns and that any usage constraints (e.g., bandwidth caps) must be sufficiently flexible to allow on-the-fly reconfiguration by responders in the field. Problems with unit separation further suggested that automated location dissemination systems might have reduced the communicative load for many responders, and allowed for the more rapid evacuation of the WTC facility.
In addition, our work determined that the network of interaction among Port Authority police at the WTC site appears to be quite well-connected. Despite this overall connectivity, police reports suggested that effective localization technology might have aided the WTC response, particularly during the period following the collapse of the first tower (when many units lost visual contact due to the resulting dust clouds). 
SubTopic 3: Information diffusion in response networks:
1. Spatial character of the process: We observed that the movement of information seems to be much more uneven than might be expected from a purely spatial model: information does occasionally "tunnel" to spatially remote parts of the network, where spatially local clusters of informed actors often emerge.  Within regions which are generally well-informed, one generally finds a few "stragglers" who are notified very late in the diffusion history.  One expects that this effect would be amplified by additional sources of heterogeneity (e.g., age, race, language, etc.), but it emerges even without those complicating factors.

2. Path lengths: Information often takes a fairly circuitous route in reaching its destination.  Even where network diameters are on the order of 3-4, realized path lengths of 12-14 (or longer) may be observed.  This has important implications for the nature and quality of information which is received by individuals in the network. 

3. Notification time: Information quality declines in first notification time, spatial distance from the origin, and social distance from the origin.  Simple signals may persist over fairly long chains, but detailed information is likely to be concentrated within a reasonably narrow socio/spatio/temporal envelope around the originating individual.
SubTopic4 - Citizen Communications in Disasters: Peer-to-peer communications behaviors in events such as 2001 World Trade Center attacks, California wildfires, the 2004 Indian Ocean earthquake/tsunamis, Hurricane Katrina, and the 2007 Virginia Tech shootings highlight the extent to which information/communication technologies are revolutionizing risk communication, information sharing, and collective sense-making within the public during extreme events.  Despite their significance in an age of ubiquitous communication technology, emergent communications networks during crises are both under-theorized and under-researched.
Research Thrust 2: IT for Customization 

Research Thrust 3: Scalable, robust delivery infrastructure: Wired and Wireless
Our key findings are as follows:

1. Gossip-based protocols are inherently simpler to design and more fault-tolerant and hence they can achieve (and even better) the performance of optimized dissemination systems without compromising on their fault tolerance properties. CREW is a gossip-based protocol.  Thus, CREW has dual advantage of lower maintenance of system code and higher resilience during crisis scenarios while still being able to disseminate data very quickly. Two key factors are needed to make gossip-based protocols achieve fast dissemination. First is the reduction in data overhead and second is high concurrency. Low data overhead can be achieved using two techniques. First meta-data needs to be used so that nodes only get information that they are missing. A more novel finding is the use of random walks on overlays to achieve a near real-time constant overhead membership service. High concurrency can be achieved by making all nodes active as soon as possible (high inter-node concurrency) and by using a high-performance and scalable middleware layer to achieve high intra-node concurrency. 

2. We have tested various dissemination systems and protocols on our Internet testbed. The systems include BitTorrent, Bullet, Splitstream and lpbcast. The first three systems are highly-optimized systems for large content delivery in heterogeneous networks. Lpbcast is a gossip-based protocol more geared towards fault-tolerance. In comparison to these systems, CREW, our flash-dissemination protocol achieved much faster dissemination, under various heterogeneity settings such as heterogeneous latencies, bandwidths and packet loss rate. 

3. High concurrency leads to congestion in the network slowing down dissemination. Thus high concurrency needs to be autonomically adaptive. We implemented a congestion recognizer and back-off mechanism in CREW using theory from random sampling to achieve this. Experimental results show that this combination of high concurrency coupled with intelligent back-off results in CREW’s superior performance. 

4. We have developed centralized dissemination heuristics that can outperform randomized approaches when global knowledge is available. These heuristics can be employed in situations where dissemination needs are known beforehand. 

5. We have investigated how overlay properties affect dissemination speeds. Our investigation shows that highly skewed overlays can significantly impact the dissemination speed. Making dissemination systems agnostic to overlay properties is an important step for several reasons. It opens up new possibilities in design of overlay construction which has implications for constructing fault-tolerant overlays. Also, it has implications in the use of dissemination protocols in other systems where the overlay is beyond the control of the dissemination protocol. 

6. We have shown how dissemination protocols behave in highly dynamic environments where a large number of nodes can join and leave simultaneously and used the outcomes to build  a ‘catastrophe tolerant’ flash dissemination system (necessary for crises) to building a P2P web-server for handling large unpredictable flash crowds (common in a variety of situations including disasters).  
7. Streaming Flashback:
8. Reliable application layer multicast:
9. We have discovered the value of using MAC-uinicast as a primitive to support network wide broadcast of application data. That is, although incurring higher overhead in latency and transmissions, disseminations based on MAC-unicast saves energy in that neighboring nodes are put into power-saving mode.

10. We have identified the severe reliability problem that existing dissemination techniques experience with large-size data. That is, their delivery ratio degrades significantly with the increase in data size, and thus they are not suitable for the dissemination of application-generated rich data. We have discovered the root cause of this problem – IP fragmentation. Becau lack of fragment-level reliability control. We have proposed solutions – application-layer fragmentation plus fragment-level reliability control -- to bypass IP fragmentation and thus overcome the problem.
Highlight major research findings in this final year (Year 7).
Please discuss how the efficacy of your research was evaluated. Through testbeds? Through interactions with end-users?  Was there any quantification of benefits performed to assess the value of your technology or research?  Please summarize the outcome of this quantification.
Scalable, robust delivery infrastructure(Wireless): The efficacy of our research was evaluated through both simulation studies and assessment on mobile devices in real-world settings. The implementation and utility assessment on mobile devices serves as proof-of-concept prototypes, and demonstrates the feasibility of the use case scenarios and the solutions. The simulation studies are used to evaluate the performance of the proposed solutions in larger-scale networks with varying network conditions and various levels of heterogeneity, and thus to verify their benefits.
Responsphere - Please discuss how the Responsphere facilities (servers, storage, networks, testbeds, and drill activities) assisted your research. 
Research Contributions 

(The emphasis here is on broader impacts. How did your research contribute to advancing the state-of-knowledge in your research area? Please use the following questions to guide your response).
What products or artifacts have been developed as a result of your research?
Artifact: CrisisAlert

During Rescue Year 4 we have designed and developed “CrisisAlert”, a software artifact for the dissemination of information to the population during an emergency. The Crisis Alert system artifact has been built during last year with the goal to integrate the research in information dissemination and to respond to the issues identified in the warning literature regarding over-response and under-response in crisis situation. In fact, Crisis Alert has the ability to send emergency notifications that are customized for the needs of each recipient and contain rich information such as maps of the area, location of the open shelters closer to the recipient's location, current state of hospitals and their address and contact information and they can be automatically created by the system according to a set of rules defined during the risk-knowledge phase of deployment of a warning system. 
To reach a greater part of the population and to overcome partial failure of the communication infrastructure, Crisis Alert delivers emergency notifications through different modalities, including CREW and the Early Warning protocol that we have developed. In addition, Crisis Alert takes advantage of the emergency response plan of each organization, integrating social networks in the emergency dissemination process. Each organization's emergency plan defines decision makers for each emergency. These decision makers have the responsibility to organize the organization's response to the emergency: one of the goals of the system is to target the emergency notification to them, providing enough information to organize a proper response.

The CrisisAlert system, while primarily designed to support customized and rapid dissemination in the case of short warning times through a variety of modalities, is available to the public as part of Disaster Portal (www.disasterportal.org), making it a suitable backbone delivery and customization framework for longer term warnings as well.  
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The main goal of this year for the Crisis Alert system has been to test it in real scenarios and incorporate the findings due to these tests. 

The Ontario drill has provided useful inputs to improve the usability of the system, regarding the case where no policies have been identified for the current emergency. In order to face this situation, the policy language has been enriched with the concept of “protective action”, allowing the emergency personnel to specify policies that can be applied to different and unpredictable events. The drill has also highlighted the need for defining the concept of group of events. In fact, when a major disaster strikes, it usually generates a set of emergencies that are related to the major one but that can be of different nature and require different countermeasures. In this case, the population response could be improved if complete information is provided by the authorities through a single notification or update. 

We are also trying to validate the Crisis Alert system through a series of pilot studies that involve schools and educational institutions. There are multiple purposes for these studies: to deploy the software prototype that we already have into a test scenario, to gather feedback from both the emergency personnel and the alert recipients involved, and to compare the information learned from this feedback to information obtained from actual drills. In this study we would like to take advantage of the infrastructure that has already been put into place by Fonevia, which is used on a day-to-day base for disseminating information from schools to parents during non-disaster times. In fact, if people are already familiar with the dissemination system, it is more likely to obtain a prompt reaction when a warning is issued. Furthermore, we will supplement our technology testing with a simulation framework that will help us understand the alert dissemination in the whole community. Given knowledge of the geographies, policies and protocols – we can conduct a what-if analysis of the speed at which information can be spread in the community given different technology and usage scenarios. 

Finally, in the next months we are planning a workshop with representative from Southern California schools and school districts to collect information about existing warning systems, processes and procedures for emergency warnings and alerts to schools. This information will help us design the next generation of technologies and processes to help educational institutions better prepare for disasters and effectively respond in real-time to emergencies.

Wireless messaging platforms:  We have built a prototype proximity messaging system on Nokia N800 Internet Tablets, which forms Wi-Fi ad hoc networks among a group of devices in the vicinity. The system enables users to see each other’s presence, do text messaging, file sharing and dissemination, video and audio streaming and talking. All those forms of communication can be one-to-one, one-to-many and one-to-all. The system is useful for special scenarios such as a group of first responders communicating at a rescue site, as well as other general scenarios where people socialize with friends and strangers in the vicinity. The system has integrated our proposed protocol, RADcast, for reliable content dissemination services. It helps us obtain better understanding of the operation of wireless networks in realistic settings. Moreover, it provides a good platform and testbed for realizing research ideas and testing the performance of new ad hoc networking protocols in the real world.
We are also in the course of developing a prototype opportunistic messaging/dissemination system on Nokia S60 Series smart phones. The goal is to enable opportunistic messaging and dissemination based on human encounters using short-range radio technologies such as Bluetooth and Wi-Fi on personal handheld devices. Other than for proof-of-concept purposes, this system will also serve as a platform for testing the effectiveness and efficiency of other opportunistic messaging techniques. Meanwhile it will enable collection of real-world data sets of human movement patterns and provide better understanding of the characteristics of human networks.  

How has your research contributed to knowledge within your discipline?
To the best of our knowledge, our research in reliable content dissemination in connected wireless ad hoc networks is the first piece of work that addresses the reliability issue of large-size data dissemination in ad hoc networks. Our proposed generic framework for opportunistic messaging/dissemination provides a unified umbrella for the large body of existing research work in this area, and thus sets up a foundation for future research
How has your research contributed to knowledge in other disciplines?
The techniques we proposed for reliable dissemination, for instance, multiple concurrent network-traversing walkers can be useful for other applications as well, such as network size estimation. Moreover, the techniques we developed for both connected wireless networks and intermittently connected wireless networks are applicable in social networking applications as well.

What human resource development contributions did your research project result in (e.g., students graduated, Ph.D., MS, contributions in placement of students in industry, academia, etc.) 
Ph.D – Mayur, Qi, Hojjat (expected 2009), Bo (expected 2009)

M.S.  – Jonathan, Allesandro

B.S. – Amit, Samuel,

Contributions beyond science and engineering (e.g., to industry, current practice, to first responders, etc.) 

Please update your publication list for this project by going to: 
http://www.itr-rescue.org/pubs/pub_submit.php
(Include journal publications, technical reports, books, or periodicals). NSF must be referenced in each publication. DO NOT LIST YOUR PUBLICATIONS HERE. PLEASE PUT THEM ON THE WEBSITE.
Remaining Research Questions or Challenges 

(In order to help develop a research agenda based on  RESCUE after the project ends, please list remaining research questions or challenges and why they are significant within the context of the work you have done in RESCUE.  Please also explain how the research that has been performed under the current RESCUE project has been used to identify these research opportunities).

Success Stories / Major Scientific Achievements 

(Use this section to highlight what your project has achieved over the last 7 years.  This is your opportunity to publicize your advancements and look back over our many years together and find those nuggets that really made a difference to science, first responders, etc.)

SECTION D: Education-Related Information
Educational activities:
(RESCUE-related activities you and members of your team are involved in.  Include courses, projects in your existing courses, etc.  Descriptions must have [if applicable] the following: quarter/semester during which the course was taught, the course name and number, university this course was taught in, course instructor, course project name)

Graduate Course: Socio-Technical Approaches to Information Dissemination , UCI ICS 290 and Netsys 270  -- Prof. Nalini Venkatasubramanian, Spring 2008

Given the current trend to obtain information anytime and anywhere, Information Dissemination is a critical technology/service for future generations under a variety of scenarios. In this course, we will develop an understanding of the key factors in effective dissemination to the public at large and design technology innovations to enable faster, robust and more effective content dissemination. For example, in the context of crisis alert systems, conveying accurate and timely information to those who are actually at risk (or likely to be), while providing reassuring information to those who are not at risk will provide  better response to the crisis at hand.

The course explored key factors that pose significant challenges (social and technological) to effective information dissemination. These factors include variation in notification times for different applications (e.g. warning times in the emergency response case), determining the specificity of information to effectively communicate to different populations, and customization of the delivery process to reach the targeted populations in time over unreliable infrastructures and networks. The course will also explore how effective dissemination requires a multidisciplinary approach that 

· understands and utilizes the context in which the dissemination of information occurs to determine sources, recipients, channels of targeted messages 

· develops technological solutions that can deliver appropriate and accessible information to the public rapidly. 

From a social science perspective, we will look into models and theories for information diffusion in social networks and the role of traditional and alternative independent communication technologies (blogs, social networks ala FaceBook, MySpace) in effectively reaching the target audience.
From a information technology and systems perspective, we will look at techniques to build highly customized, robust and timely dissemination services from unstable and unreliable resources over both wired and wireless networks using a variety of technologies such as peer-based architectures, wireless mesh networks and publish/subscribe architectures.

* Graduate Course: ICS 237 Distributed systems and Middleware, UCI – Prof. Nalini Venkatasubramanian (multiple offerings – Winter 2008  etc): 

* Graduate Course: System artifacts for emergency response (ICS297), UCI Prof. Nalini Venkatasubramanian (multiple offerings)  -- focused projects on dissemination systems.  

*Graduate Course:  Research topics in pervasive computing(ICS 290) – Prof. Nalini Venkatasubramanian (dissemination projects).

 *  UG thesis and projects -- abhishek honors thesis, samuel mandell, mason chang projects/thesis, alessandro's b.s. thesis,

    

 *  Graduate Ph.Ds -- Mayur,  Hojjat,  Bo, Jinsu, information collection thesis??

Training and development:

(Internships, seminars, workshops, etc., provided by your project.  Seminars/workshops should include date, location, and presenter.  Internships should include intern name, duration, and project topic.)  What PhD students have graduated?
Education Materials:

(Please list courses introduced, taught, tutorials, data sets, creation of any education material of pedagogical significance that is a direct result of the RESCUE project).
* Graduate Course: System artifacts for emergency response (ICS297), UCI Prof. Nalini Venkatasubramanian (multiple offerings)  -- focused projects on dissemination systems.  

Graduate Course: Socio-Technical Approaches to Information Dissemination , UCI ICS 290 and Netsys 270  -- Prof. Nalini Venkatasubramanian, Spring 2008

Internships: 
(Please list)
Mayur Deshpande, City of Los Angeles Emergency Preparedness Department

Bo Xing, Nokia Research Labs, also communication with Orange County Fire Authority

Qi Han,
SECTION E:  Outreach Related Information
Additional outreach activities: 
(RESCUE-related conference presentations, participation in community activities, workshops, products or services provided to the community, etc.)
Ontario drill, August 2nd 2007:

Testing of Crisis Alert system during the City of Ontario disaster drill. The scenario of the drill involved a plane crash within the city triggering fires and a chemical spill. The Crisis Alert system has been used to communicate with the schools in the affected area.

Ontario Wildfires, October 2007
The Crisis Alert system has been used during the wildfires to disseminate information to the media (integrated with the Disaster Portal system)

Workshop on “Emergency Information Dissemination in Schools”, to be held at UCI in September 2008

In this workshop we aim bring together school, city, county and state representatives and discuss the current processes, systems and challenges in disseminating emergency warnings and alerts in schools.  Moreover, we would like to evaluate the extent to which recent and upcoming information and communication technologies can be customized to help the dissemination process in our schools to achieve the desired level of response. 
Earthquake Information Dissemination Workshop, May 26, 2006

The purpose of this workshop is to bring together key stakeholders who provide and receive information regarding earthquake warnings and information alerts that effect schools in the greater Los Angeles area and to discuss issues pertaining to the technological and social feasibility and impediments of rapid information dissemination.

Conferences:
(Please list)
Group Presentations:
(Please list)
Impact of products or artifacts created from this project on first responders, industry, etc.    
(Are they currently being used by a first-responder group? In what capacity? Are they industry groups that are interested in licensing the technology or investing in further development?).
Dissemination Annual Report: Year 6

Project 4: Customized Dissemination in the Large

Project Summary

This project focuses on information that is disseminated to the public at large specifically to

encourage self-protective actions, such as evacuation from dangerous areas, sheltering-inplace,

and other actions designed to reduce exposure to natural and human-induced threats.

Specifically, we have developed an understanding of the key factors in effective dissemination

to the public and designed technology innovations to convey accurate and timely information to
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those who are actually at risk (or likely to be), while providing reassuring information to those

who are not at risk and therefore do not need to take self-protective action. There are three key

factors that pose significant challenges (social and technological) to effective information

dissemination in crisis situations – variation in warning times, determining specificity of warning

information to effectively communicate to different populations, and customization of the delivery

process to reach the targeted populations in time over possibly failing infrastructures. Our

approach to address these challenges is a focused multidisciplinary effort that 1) understands

and utilizes the context in which the dissemination of information occurs to determine sources,

recipients, channels of targeted messages and 2) develop technological solutions that can

deliver appropriate and accessible information to the public rapidly. The ultimate objective is a

set of next generation warning systems that can bring about an appropriate response, rather

than an under- or over-response.

In the year 2008-2009, we made significant research progress in both the delivery and content

layers of the dissemination project. In the delivery layer, we developed extremely fast and

reliable protocols for delivery of short warning messages (e.g. an earthquake early warning).

Much progress was also achieved in the design of protocols for fast, reliable dissemination over

multiple wireless networks and mixed wired/wireless networks. At the content level, our focus

was on enabling customizability, reliability and scalability and efficiency in the distributed

publish/subscribe paradigm. While much of the research was conducted by postdocs and Ph.D.

students, M.S. class projects were designed to implement, evaluate and test many of the

proposed protocols exposing the larger student population to issues in effective information

dissemination..

Activities and Findings

Crisis Workshop for Schools: In September 2008, we hosted a one day workshop on

Emergency Information Dissemination in Schools held at the UC Irvine campus. This workshop

provided us with perspective on interesting and important issues in enabling fast and effective

crisis information dissemination to the very diverse K-12 community in our state and nation. In

this workshop we brought together school, city, county and state representatives to discuss the

current processes, systems and challenges in disseminating emergency warnings and alerts in

schools. In particular, input was sought from stakeholders to help understand the extent to

which recent and upcoming information and communication technologies can be customized to

help the dissemination process in our schools to achieve the desired level of response.

Attendees to the workshop included academia (social scientists, IT), stakeholders from multiple

school districts (with varying socio-economic distributions) and K-12 levels (elementary, middle

schools, high schools, university) and various levels of government (state, local, county). We

were able to collect information about existing warning systems, processes, procedures for

emergency warnings and alerts to schools that span different communities, populations and

socioeconomic categories via panels and discussion sessions. The second half of the workshop

focused on technologies and processes to help educational institutions better prepare for

disasters and effectively respond in real-time to emergencies. As an outcome of this workshop

we plan to move forward in the development of a short notice warning system (effective in the

case of earthquakes, tornadoes, fires and flash floods) and specifically customize them for the

school scenario. We also obtained willingness of institutions and our K-12 community to

participate in our longer term goals towards pilot studies for testing these processes and

systems.

Research contributions in Dissemination over Wired/Wireless/Mixed Networks: This year,

we focused on designing a specialized protocol for very rapid and reliable dissemination of
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small content (e.g. an earthquake early warning). We designed and evaluated FaReCast - a

Fast, Reliable Application-Layer Multicast Protocol for Flash Dissemination in wired networks.

To disseminate a message from a single source to a large number of targeted receivers, a

natural approach is the tree-based application layer multicast (ALM). However, in

timeconstrained flash dissemination scenarios, e.g. earthquake early warning, where time is of

the essence, the tree-based ALM having single point of failure is unsuited, because the typical

solution to enhance the reliability via ack-based failure recovery protocols such as TCP takes

too much time. In this paper, we exploit path diversity, i.e. exploit the use of multiple data paths,

to achieve fast and reliable data dissemination. First, we design a forest-based M2M (Multiple

parents-To- Multiple children) ALM structure where every node has multiple children and

multiple parents. The intuition is to enable lower dissemination latency through multiple children,

while enabling higher reliability through multiple parents. Second, we design a multidirectional

multicasting algorithms that effectively utilize the multiple data paths in the M2M ALM structure.

A key aspect of our reliable dissemination mechanism is that nodes, in addition to

communicating the data to children, also selectively disseminate the data to parents and

siblings. As compared to trees using traditional multicasting algorithm, we observer an 80%

improvement in reliability under 20% of nodes failed with no significant increase in latency for

over 99% of nodes. This work has been submitted for publication to a top-tier conference.

Our research in information dissemination over wireless networks can broadly be classified into

two categories – (a) instantaneous dissemination in connected networks and (b) delay-tolerant

dissemination when network endpoints may be disconnected or intermittently connected.

Specifically, we have worked on providing reliability guarantees for broadcast of data with rich

content over connected wireless ad hoc networks. Our motivation stems from multiple

emergency response scenarios, where at rescue sites mission-critical contents need to be

disseminated to all practitioners instantaneously to keep their situational awareness in sync.

However, existing approaches to dissemination reliability have their limitations -- they often

assume network size knowledge, or that receivers know about the dissemination in advance,

and that applications have uniform reliability needs. Without making similar assumptions, we

propose a distinct approach which accommodates the varying reliability needs of dissemination

applications. We developed the RADcast (Reliable Application Data broadcast) protocol as an

integration of two components: (a) Peddler, which ensures that receivers obtain the

dissemination metadata, and (b) Pryer, which delivers the actual data to dissemination-aware

receivers. We indicated how reliability guarantees/performance tradeoffs can be achieved by a

careful instantiation of Peddler and Pryer. We have implemented RADcast on mobile devices

inside a middleware and determined its feasibility. Furthermore, through extensive simulations,

we showed that RADcast guarantees desired reliability in all cases, and performs consistently

under varying network conditions and device mobilities. As compared to existing approaches,

RADcast either incurs significantly lower latency/message overhead, or reduces latency by 50%

with a tradeoff in message overhead. As an extension to our previous work on instant

disseminations in connected networks, we have further studied optimizing the performance of

communications in emergency response networks through the smart deployment of a wireless

mesh backbone and its gateway. While building the mesh backbone boosts the scalability,

properly designating a gateway mesh router (to be connected to the external backhaul)

enhances the timeliness of communications. We hence look into the gateway designation

problem, which concerns, given the topology of a mesh backbone, determining which mesh

router is to serve as the gateway, so that the communication latency between the gateway and

other mesh routers is minimized. We mathematically model the problem using the notion of

centrality from graph theory. Through building a solution framework and making optimizations in

solving each sub-problem, we propose a distributed algorithm (FACE) for locating the gateway.

FACE is an approximate algorithm that works in a time- and cost-efficient manner without
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compromising on the optimality of solutions. A thorough performance evaluation shows that

FACE effectively reduces the transmission overhead and time overhead by up to 71%, while the

gateway designated by FACE can cut down on communication latency by up to 92%. This work

was published and presented at the prestigious IEEE Infocom 2009 conference.

Continuing our research on information dissemination in infrastructure-less wireless networks,

we have studied delay-tolerant disseminations in disconnected networks. Different from instant

disseminations in connected networks, such disseminations need to accommodate the

intermittent connectivity between mobile nodes while achieving the performance goals. In

particular, we have looked at spatial dissemination in disconnected networks. Spatial

dissemination is a specific form of information dissemination that enables mobile users to send

information to other mobile users who are or will appear at a specific location (a user-defined

region). Such geo-messaging services are on the rise; they typically are built upon centralized

solutions and require users to have reliable access to a stable backend infrastructure for storing

and communicating content. In order to offer disruption-tolerant services in scenarios where

infrastructure access is unavailable, in our work, we have developed a distributed solution to

spatial dissemination that can work without the need for an infrastructure. Our solution utilizes

the concepts from disruption-tolerant networking to build a flexible service that leverages the

intermittent ad-hoc connectivity between users. We proposed Sticker, a spatial dissemination

protocol that aims to maximize delivery reliability without incurring significant

storage/transmission overheads. Sticker employs the store-carry-and-forward model, and

strives to optimize dissemination performance by addressing three sub-problems - replication,

forwarding and purging. Our experiments show that, Sticker achieves delivery ratios that are

close to the maximum possible values; as compared to existing techniques, it either cuts down

storage/transmission overheads by over 50%, or greatly enhances both delivery reliability and

storage efficiency. Sticker hence offers a beneficial complement to infrastructure-based

centralized solutions for providing pervasive spatial dissemination services. This work has been

submitted for publication to a premier networking conference.

In line with our theoretical research work on disseminations in disconnected networks, we

design and prototype PassItOn, a fully distributed opportunistic messaging application on offthe-

shelf mobile handheld devices. Our goal is to build up a proof-of-concept platform on real

mobile devices, and thus show the feasibility and potentials of utilizing human movements for

dissemination applications. Meanwhile, we seek to shed lights on the design, implementation

and deployment issues in building such systems, and thus stimulate new ideas and

perspectives on addressing these issues. Moreover, we aim to offer a real testbed on which

new mechanisms, protocols and use cases can be tested and evaluated. The PassItOn

application accommodates multiple forms of communications in disruption-tolerant networks,

including one-to-one unicast, one-to-many group-cast, one-to-all broadcast and content-based

publish/subscribe. Moreover, it addresses the spatial and temporal aspects of disseminations --

users can specify the location where and the time frame during which the content/message they

created are relevant. In addition, PassItOn takes into account user preferences, thus users are

able to specify how much resource they are willing to share and for whom. Based on that, an

incentive mechanism has also been implemented. PassItOn was demonstrated (and a demo

paper was published) at the IEEE Percom 2009 conference.

Research Contributions in Customized Content Dissemination: Our work at the content

layer built upon our prior efforts at creating a publish/subscribe based architecture for

personalized content dissemination. The framework enables users to subscribe for

notifications of interest – the subscription mechanism allowed end users to not only state what
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information they wished to receive, but also how, i.e., in which format and over what kind of

channel (Internet, telephony, wireless messages etc. ) they wished to receive notifications in.

Enabling such customized notifications efficiently and reliably over large populations (i.e.,

scalably) was the main goal of our research efforts.

We addressed the design of “efficient” publish-subscribe systems by enabling better

subscription management in the infrastructure. Specifically, we developed MICS, An Efficient

Content Space Representation Model for Publish/Subscribe Systems. One of the main

challenges faced by content-based publish/ subscribe systems is handling large amount of

dynamic subscriptions and publications in a multidimensional content space. To reduce

subscription forwarding load and speed up content matching, we developed MICS

(Multidimensional Indexing for Content Space), a model for efficient representation and

processing of large numbers of subscriptions and publications. MICS creates a one dimensional

representation for publications and subscriptions using Hilbert space filling curves. Based on

this representation, we propose novel content matching and subscription management

(covering, subsumption and merging) algorithms. Our experimental evaluation indicates that the

proposed approach significantly speeds up subscription management operations compared to

the naive linear approach. To further improve the efficiency of subscription management in

content-based pub/sub systems, we developed techniques for efficient subscription

subsumption evaluation. Using a novel approach based on negative space representation for

subsumption checking, we provide efficient algorithms for subscription forwarding in a dynamic

pub/sub environment. Heuristics were also designed for approximate subsumption checking that

greatly enhance the performance without compromising the correct execution of the system and

only adding incremental cost in terms of extra computation in brokers. Results of this work were

published and presented at the prestigious ACM Middleware 2008 conference and at the ACM

DEBS 2009 (Distributed Event Based Systems) conference – a prime venue for advances in

pub-sub systems.

Managing subscriptions efficiently is one aspect; we next addressed the need for creating

customized notifications for individual users based on their format needs and capabilities. We

designed and developed CCD, an Efficient Customized Content Dissemination framework, i.e.,

a content-based publish/subscribe framework that delivers matching content to subscribers in

their desired format. Such a framework enables the pub/sub system to accommodate richer

content formats including multimedia publications with image and video content. In our

proposed framework, users (consumers) in addition to specifying their information needs

(subscription queries), also specify their profile which includes information about their receiving

context -- characteristics of the device used to receive the content (e.g., resolution of a PDA

used by a consumer). The pub/sub system besides being responsible for matching and routing

the published content, also becomes responsible for converting the content into the suitable

format for each user. Content conversion is achieved through a set of content adaptation

operators (e.g., image transcoder, document translator, etc.). We study algorithms for

placement of such operators in the pub/sub broker overlay so as to minimize the communication

and computation consumption.

In implementing CCD, we extend the functionality of the brokers in the distributed pub/sub

system beyond normal pub/sub processing to also support customization of the published

content by executing appropriate content adaptation operators. We model the content

customization possibilities by using a directed graph called Content Adaptation Graph (CAG)

whose nodes are the content formats that can be supported by the system. The edges of a CAG

represent content adaptation operators that convert content from the format represented by the

source node to the format represented by the end node of the directed edge. The brokers are
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connected through a DHT-based overlay network and content dissemination occurs via a

dissemination tree constructed using the DHT-based routing schema.

Using the proposed CAG and dissemination tree we model the customized content

dissemination process by calculating a dissemination plan which is a dissemination tree where

nodes are annotated with customization operators and links are annotated with content formats.

Then, we assign a cost for a dissemination plan based on the computations performed in the

tree nodes and communications performed between tree nodes by transmitting the content in

the annotated formats. Based on this modeling we define the customized content dissemination

problem for a published content as the task of finding the dissemination plan with the minimum

cost. We show that this is an NP-hard problem by reducing the directed Steiner Tree problem to

this problem.

We propose two classes of solutions for the problem. The first class of solution is for the

scenarios where the number of available formats in CAG is small. In this case, we propose an

optimal plan computation algorithms based on dynamic programming. The second class of

solution is for the general case where the available formats in the system are very diverse. This

solution is a heuristic similar to query optimization techniques in DBMS systems. It uses a

multilayer graph data structure that is created by combining CAG and the dissemination tree.

The heuristic starts with an initial plan and tries to refine the plan to another plan with smaller

cost in an iterative fashion. The optimization process has several parameters including the

criteria to select the next plan in each iteration and number of iterations that affect the quality of

the resulted dissemination plan. Our experimental evaluations show that the proposed heuristic

provides dissemination plans very close to the optimal dissemination plan. The proposed

architecture also mimics fault-tolerant and load balancing capabilities that are provided by DHTbased

pub/sub framework. This work has been accepted for publication at ACM Middleware

2009.

In addition to supporting the basic functionality of customized content dissemination, we also

addressed issues of reliability and scalability in Cluster-based Publish/Subscribe Systems. In

our earlier work in Year 4/5, we developed a cluster based distributed publish-subscribe

infrastructure that addressed the dual needs of customization and robustness. Building on the

cluster pub-sub system, this year, we developed static and dynamic load balancing techniques

to support scalable customization. Static load balancing uses the multi-cluster architecture for

the broker overlay network to ensure uniform subscription distribution knowledge in the event

space. Dynamic load balancing, on the other hand, is achieved through exploiting multiple intercluster

and intra-cluster connections to dynamically distribute publication and subscription

forwarding load among brokers during run time. Our experimental results show that the

proposed load balancing techniques effectively prevent overloaded brokers without having

significant effect on content dissemination efficiency. This work was published at the IEEE

SAINT 2009 conference.

Products and Contributions

Websites for crisis workshops, software development efforts accessible from www.itrrescue.

org

FaReCast

A Fast, Reliable Application-Layer Multicast Protocol for Flash Dissemination in wired networks.

RADcast
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A Reliable Application Data broadcast protocol.

FACE

An algorithm for locating the gateway of a wireless network. FACE is an approximate algorithm

that works in a time- and cost-efficient manner without compromising on the optimality of

solutions

PassItOn

A fully distributed opportunistic messaging application on off-the-shelf mobile handheld devices.

MICS

MICS (Multidimensional Indexing for Content Space) is a model for efficient representation and

processing of large numbers of subscriptions and publications.

CCD

An efficient Customized Content Dissemination framework that is a content-based

publish/subscribe framework that delivers matching content to subscribers in their desired

format.

Dissemination Annual Report: Year 5

Project 4: Customized Dissemination in the Large

Project Summary

This project focuses on information that is disseminated to the public at large specifically to

encourage self-protective actions, such as evacuation from dangerous areas, sheltering-inplace,

and other actions designed to reduce exposure to natural and human-induced threats.

Specifically, we have developed an understanding of the key factors in effective dissemination

to the public and designed technology innovations to convey accurate and timely information to

those who are actually at risk (or likely to be), while providing reassuring information to those

who are not at risk and therefore do not need to take self-protective action.

There are three key factors that pose significant challenges (social and technological) to

effective information dissemination in crisis situations – variation in warning times, determining

specificity of warning information to effectively communicate to different populations, and

customization of the delivery process to reach the targeted populations in time over possibly

failing infrastructures. Our approach to address these challenges is a focused multidisciplinary

effort that 1) understands and utilizes the context in which the dissemination of information

occurs to determine sources, recipients, channels of targeted messages and 2) develop

technological solutions that can deliver appropriate and accessible information to the public

rapidly. The ultimate objective is a set of next generation warning systems that can bring about

an appropriate response, rather than an under- or over-response.

Activities and Findings
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In the customized dissemination project, we are exploring three main research thrusts:

1) Understanding Dissemination Context: We have focused on information diffusion

simulations to model the communication behavior of community members upon receipt of

warning messages from our Crisis Alert system;

2) Supporting customization needs through flexible, timely, and scalable technologies; and

3) Scalable and Robust Delivery Infrastructure, both in wired and wireless networks

The key artifact of this project is the CrisisAlert System which allows fast and customized

dissemination of alert messages through the Internet and incorporates some of the research

findings achieved within this project.

During the past year, there has been significant progress in all three research fronts. Significant

progress was also made in the implementation, testing and deployment of the CrisisAlert

System in government organizations. Working with industry partner, Nokia, we have developed

fast broadcasting services on Nokia devices equipped with multiple wireless interfaces. We are

also in discussions with industry in the school-based communication domain (primarily Fonevia

Inc.), through whom we expect to obtain participation of some Southern California school

districts for the pilot study to be conducted in the coming year. We are also in discussion with

several agencies to test and deploy versions of the CrisisAlert system.

Understanding Dissemination Context. In order to determine the effectiveness of the

CrisisAlert system as well as the dissemination protocols that we have incorporated in it, our

research team has performed a series of computer-based simulations. These simulations

helped the research team assess the efficacy of the system, and in turn, how effective

messaging to the population-at-large was. Using demographic data - as well as research from

sociological studies of communication patterns and frequencies between various types of

people - the simulations modeled the communication behavior of the community members upon

receipt of warning messages from our Crisis Alert system. The simulation method was

preferred over an initial real-world study for matters of practicality and speed, i.e., the

information obtained about the information dissemination behaviors of simulated human actors

was used to help inform the Crisis Alert system with far less time and money than would have

been needed in a real-world study of these behaviors.

As the simulation model evolves, we can also factor in the geographic locations of the key study

areas (e.g., schools) and establish various rules based on peoples' distances from important

locations (e.g., schools, shelters, etc.) Overall, we are able to control and test for other effects

in the information dissemination process that may be caused by factors such as sex, age, race,

education level, and so forth. As we observe the various behaviors of the actors in the

simulated world, we can further refine how the Crisis Alert system should be used.

Customized Information Dissemination in Large-scale Publish/Subscribe. The customized

information dissemination can be provided through a scalable Publish/Subscribe (Pub/Sub)

infrastructure. A hierarchical Pub/Sub system consisting of set of content brokers can provide

scalability and fault tolerance for delivering relevant information to receivers. Existing

approaches provide scalable Pub/Sub capabilities by forming efficient overlay networks to

connect content brokers. Tree-based and DHT-based architectures are two of the most

common architectures in forming broker overlay networks in distributed Pub/Sub systems. We

have proposed a fast and robust broker overlay architecture that provides fault tolerance and

speeds up the content dissemination process. The approach also balances the content
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dissemination load among brokers which results in more robust and scalable infrastructure. Our

approach achieves fault tolerance and scalability by organizing event brokers in clusters.

Multiple inter-cluster links provide continuous availability of dissemination service in the

presence of broker failure without requiring subscription retransmission or reconstruction of

broker overlay. Furthermore, the proposed architecture balances broker load and provides a

fast event dissemination infrastructure that significantly reduces subscription and publication

dissemination traffic and load on event brokers. Our experimental results show that even in the

presence of high failure rate in broker network, information dissemination is not interrupted and

dissemination speed and load are not affected significantly.

Efficient management of subscriptions in Pub/Sub systems is also an important challenge. We

have been working on a subscription subsumption approach to reduce the cost of subscription

dissemination load among brokers. The proposed technique extends the subscription covering

technique to prevent unnecessary dissemination of subscriptions that are subsumed by a set of

previously stored subscriptions. We analyze the problem for d-dimensional content space and

prove that the complexity of subscription subsumption evaluation is exponential. We then

propose heuristics to exploit the subscription subsumption as much as possible and evaluate

our proposed techniques through extensive simulations.

All of the above Pub/Sub systems ignore the heterogeneity in the receiver desired content

format and deliver the published content to all the receivers in the same format. However, in

real applications, users may desire to receive information in a variety of formats. For instance,

users that receive information on handheld devices such as PDA or cell phone may desire to

receive contents that are suitable for such devices. Therefore, a customized information

dissemination system should not only deliver the information to relevant receivers but also it

should customize the content format in such a way that it fits the receiver’s context. Existing

distributed Pub/Sub systems do not provide such service and disseminate information in the

same format to all receivers. We have proposed a DHT-based Pub/Sub architecture that not

only delivers content to the relevant users, but also customize the information for each user

based on their desire. The customization is done through the content adaptation operators that

accept content in one format and convert it into another format. Examples of content adaptation

operators are content transcoders for multimedia information and content translation for

multilingual receivers.

The important challenge in information customization in distributed Pub/Sub system is deciding

about the place that the customization operations must be performed. Two straightforward

options are to perform the required operations at the source or at the destination of the

published information. However, such decisions may result in increased customization costs or

increased network traffic or both. We define the customized Pub/Sub system as the problem of

selecting the perfect location in the broker overlay for performing customization operators and

showing that this problem is NP-Complete (Steiner Tree Problem). We then propose heuristics

for selecting locations for content adaptation and compare the proposed techniques with the

approaches that perform adaptation in the source or destination brokers. Our analysis shows

that the proposed approaches reduce the computation cost resulting from customization

operators along with the communication costs resulting from content transmission.

Scalable and Robust Delivery Infrastructure.

Scalable and Robust Information Dissemination in Wired Networks. During the past year, the

research team has mainly focused on very short-term information dissemination, as is the case

for seismic early warning where only few seconds are available before the earthquake strikes.
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In this scenario, given that the information available is limited, the amount of data to disseminate

to a large number of recipients is usually small. As in the case of Flash dissemination which we

have already explored in previous years, information needs to be disseminated as fast as

possible. Reliability is another key factor in this type of application; although the failure model

that we have adopted does not include massive failures since the disaster has yet to strike yet

and the network infrastructure is fairly stable.

We have studied existing protocols for group communication and have identified some that

could apply to the early warning scenario. In particular, we considered various implementations

of Application Layer Multicast and gossip protocols. We also identified some major issues

associated with these protocols and have adapted some of them to our highly constrained

scenario, where very low latency and high reliability are required. As part of our research in

this project, we have developed a new protocol that merges both gossip and Application Layer

Multicast advantages and exploits the knowledge of the group structure to minimize the

overhead and the dissemination speed. We are currently testing it through simulations to show

the advantages of this protocol in the early warning scenario as compared to others.

We are assuming a use-case scenario where schools throughout California are the possible

recipients and groups of receivers can be built based on their locations. In fact, we have made

the assumption that schools in the same geographic region (i.e. county or city) will need to

receive the same early warning message and we have exploited this knowledge to speed up the

dissemination process. Given this scenario, we can test the scalability of our protocol as the

number of recipients increases.

In order to test our protocol in a complete and more realistic manner, we are considering a

failure model that includes both independent random failures (pre-disaster) and geographically

correlated failures that can happen as the disaster strikes. We are planning to determine to

which extent to which our protocol can be used to effectively disseminate early warning under

these failure assumptions. Finally, we will integrate this protocol in the Crisis Alert system,

adding the capability to disseminate early warning or high priority messages.

Information Dissemination in Heterogeneous Wireless Environments. Wireless networks (e.g.,

cellular, Wi-Fi) extend the capabilities of landlines to warn and notify large numbers of people

(both the public at large and first responders) in crisis situations. People with handheld devices

(e.g., cell phones, PDAs) not only receive emergency alerts, but can also share warnings and

other related information with each other via ad hoc networks. In this work, we study reliable,

fast, and efficient dissemination of application-generated data in heterogeneous wireless

networks.

Here, we address the reliable dissemination of application content data to mobile devices that

may or may not have infrastructure support but rather are connected through ad hoc networks.

This condition would apply to situations where mobile devices generate rich information (e.g.,

pictures, annotated maps, etc.) and this information must be disseminated to all other reachable

devices nearby. We have developed an approach that decomposes the dissemination process

into two subtasks: awareness assurance and data diffusion. We have developed and

implemented the RADcast (Reliable Application Data Broadcast) protocol which provides

reliable delivery of application data to all receivers regardless of whether network size

knowledge is available. It is composed of an awareness diffusion sub-protocol, Peddler, and a

data diffusion sub-protocol, Pryer. Peddler employs small messages called walkers which

traverse the network to assure that the dissemination metadata reaches the recipients. Pryer

provides guaranteed delivery of the content data to those dissemination-aware receivers
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through concurrent push and pull. By intelligently integrating Peddler and Pryer, as well as

smart exploitation of network size knowledge, RADcast supports three levels of reliability

guarantee.

We have built a prototype system on Nokia N800 Internet Tablets, which forms Wi-Fi ad hoc

networks among a group of devices in near proximity to each other. The system enables users

to see each other’s presence, do text messaging, file sharing and dissemination, video and

audio streaming and talking. Communication can be one-to-one, one-to-many or one-to-all.

The system has integrated our protocol, RADcast, for reliable content dissemination services.

Products and Contributions

􀂃 Crisis Alert - Crisis Alert is a software artifact for the dissemination of information to the

general public during an emergency. The Crisis Alert system has been built with the goal of

integrating research results directly into information dissemination technology. A guiding

principle has been to respond to issues identified in the warning literature regarding overresponse

and under-response in crisis situations. To reach a greater part of the population

and to overcome partial failure of the communication infrastructure, Crisis Alert delivers

emergency notifications through different modalities, including CREW and the Early Warning

protocol that we have developed.

􀂃 Wireless Messaging Platforms – This product is a prototype proximity messaging system

built on Nokia N800 Internet Tablets, which forms Wi-Fi ad hoc networks among a group of

devices in the vicinity. The system enables users to see each other’s presence, do text

messaging, file sharing and dissemination, video and audio streaming and talking. The

system has been integrated into our protocol, RADcast, for reliable content dissemination

services.

Future Research Directions

We are currently developing a prototype opportunistic messaging/dissemination system on

Nokia S60 Series smart phones. The goal here is to enable opportunistic messaging and

dissemination based on human encounters using short-range radio technologies such as

Bluetooth and Wi-Fi on personal handheld devices. Other than for proof-of-concept purposes,

this system will also serve as a platform for testing the effectiveness and efficiency of other

opportunistic messaging techniques. Meanwhile it will enable collection of real-world data sets

of human movement patterns and provide better understanding of the characteristics of human

networks.

Dissemination Annual Report: Year 4

Project 4: Customized Dissemination in the Large

The goal of this project is to develop the next generation of warning systems, using information

disseminated to the public at large to encourage self-protective actions (e.g. evacuation from

endangered areas or sheltering-in-place). During the fourth year of this project, we have further

concretized research on 3 sub-thrusts along the two base scenarios at both ends of the warning

time spectrum, i.e. short-term and longer-term warning times (as delineated in the research plan).

We have also made significant progress towards the development of the CrisisAlert artifact and

its utilization for both short and longer term warning case scenarios.

Progress in SubThrust 1 (Understanding dissemination scenarios): We addressed the case

where longer warning times were possible (e.g. hurricanes). By studying communications among

community organizations in the Hurricane Katrina response, we developed an understanding of

the structure of emergent communication networks as well as information flow within these

networks. Our findings have highlighted the importance of non-routine communication channels in
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disseminating information during the response when conventional infrastructure is severely

degraded. Furthermore, adaptive technologies for information dissemination during disasters may

not be fully utilized if they are labeled as being specifically intended to facilitate non-routine

circumstances – the end user community may not mobilize technologies which are designed for

that purpose. We have performed a series of simulation studies to explore the behavior of

information (e.g., emergency notifications) diffusing through large-scale social networks. One

application of interest which was identified by the customized dissemination team was notification

within schools; to this end, we have used existing data on student networks to examine the

behavior of information diffusion within this context. Our findings thus suggest that informal

message passing given an initial warning will be very rapid, but will often be inaccurate for

complex messages. This phenomenon may be somewhat attenuated by the use of a larger initial

target population; we are currently attempting to identify heuristics for message placement to

minimize signal corruption, for use in deploying customized dissemination systems.

Additionally, in collaboration with University of Colorado IT researcher Leysia Palen, who has a

NSF CAREER grant, we have been studying the use of information and communication

technologies among members of the public during disasters. Events studied include the 2001

World Trade Center attacks, California wildfires, the 2004 Indian Ocean earthquake/tsunamis,

Hurricane Katrina, and the 2007 Virginia Tech shootings. Peer-to-peer communications behaviors

in these events highlight the extent to which information/communication technologies are

revolutionizing risk communication, information sharing, and collective sense-making within the

public during extreme events. Despite their significance in an age of ubiquitous communication

technology, emergent communications networks during crises are both under-theorized and

under-researched.

We formalized a Pub/Sub framework for Customized Information Dissemination (SubThrust

2) that customizes and delivers the published content based on knowledge of end-user attributes

such as receiving devices and demographic factors (e.g., language, location). Using a structured

peer-to-peer overlay as a backbone, we formulated the problem of operator placement as an

optimization problem that minimizes the content dissemination cost, which consists of network

cost and computation cost. We have determined that achieving optimal customized information

dissemination in this setting is an NP-complete problem, and proposed distributed heuristics to

address the issue. To alleviate subscription management and content matching complexity of

content-based pub/sub, we have proposed a novel representation of content space including

subscriptions and publications by mapping multidimensional content space into a one

dimensional representation using space filling curves.

Significant progress was made in SubThrust 3 (Robust and Scalable Delivery) both in wired

and wireless networks. Building on last year’s work on Flash Dissemination, we have formalized

the problem of catastrophe-resilient flash dissemination for peer-based systems, designed and

evaluated protocols to support rapid dissemination in the presence of catastrophes (i.e.,

significant numbers of simultaneous failures). We developed Roulette, a new protocol that works

even under extreme failures (catastrophes) where a large percentage of the participating nodes in

the peer network fail simultaneously. Interestingly, the application of this protocol is not restricted

to just disaster scenarios. A very general use case for the Roulette protocol is to support

scalability in web servers. We have addressed the issue of scalable dissemination and developed

and implemented Flashback, a system for making web-servers scalable to flash/surge crowds

using a P2P approach. Thorough experimentation has shown the superiority of the Roulette

protocol and the Flashback system over currently used systems (BitTorrent), indicating that a

multiple catastrophe resilient protocol such as Roulette is a necessity to build truly scalable web

servers.
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For dissemination over wireless networks, we have addressed the issue of reliable broadcast of

large size application content data over wireless ad-hoc networks. We have shown that existing

broadcast/multicast techniques experience severe performance degradation due to IP

fragmentation as well as packet drops by IP queues. We have developed the READ (Reliable and

Efficient Application-data Dissemination) protocol to enable upper-layer fragmentation and enable

fragment-level reliability on individual fragments. The DREAB (Deterministically Reliable and

Efficient Application-data Broadcast) protocol is able to provide deterministic reliability guarantees

for the delivery of application data through (a) a push-based awareness dissemination subprotocol

(Peddler), and (b) a push/pull based data dissemination sub-protocol (Pryer). DREAB

also takes into account data authentication and integrity aspects of broadcast reliability.

We have designed and developed “CrisisAlert”, a software artifact for the dissemination of

information to the population during an emergency. The CrisisAlert system, while primarily

designed to support customized and rapid dissemination in the case of short warning times

through a variety of modalities, is available to the public as part of Disaster Portal

(www.disasterportal.org), making it a suitable backbone delivery and customization framework

for longer term warnings as well. An initial version of a hurricane public information portal has

been designed and prototyped. Talks are currently in progress to deploy and evaluate the

CrisisAlert system in a phased pilot study at the Redondo Beach school district in southern

California. Plans are also underway to integrate CrisisAlert functionality through a portal interface

into the Ontario Disaster Portal (developed by RESCUE for the City of Ontario, California). In the

final year of RESCUE, we expect to continue on our current research & further explore the

infusion of the artifacts into practice, and validate the effectiveness of such technologies. We also

expect in Year 5 to further advance our efforts on Case Study 2 on longer term warning systems

and develop the portal based approach in the design of customized warning system for the public

at large.

The work described above has connections to the PISA, SAMI, privacy, and networking projects.

For instance, a policy-based infrastructure is being developed for organization-based public

dissemination platforms; we are planning to explore commonality of policy specification

mechanisms also being studied in PISA. The public information portal being developed in the

SAMI effort will serve as the basis for development of the peer-based hurricane warning platform

for the public at large. Privacy issues arise in customized dissemination over pervasive spaces

and in wireless/cellular networks. Finally, the work on dissemination over heterogeneous

wireless networks will cover the mesh network substrate being developed as part of the extreme

networking project.

Dissemination Annual Report Year 3

Project 4: Customized Dissemination in the Large 
The dissemination project explores socio-technical solutions to effective & timely risk communication to the public-at-large that promotes self protective actions and reduces exposure to natural and human-induced threats. The project focuses on three interrelated goals: (1) understanding dissemination scenarios, (2) supporting customization needs, and (3) developing scalable, robust delivery infrastructure. This component of RESCUE’s research plan has become particularly significant in light of the June 26, 2006 Executive Order requiring the Department of Homeland Security to develop an integrated, all-hazards warning system for the nation. Developing and implementing such a system requires wide-ranging knowledge on state-of-the-art communications technologies, the design of warning messages, human behavior in response to warnings, and the institutional and organizational aspects of warning systems. RESCUE’s work in the area of dissemination can make major contributions to the nation’s ability to effectively warn the public in extreme events of all types. 

Our efforts on understanding dissemination scenarios focused this year on real-time seismic alerts which are very short-term alert technologies where timelines range from minutes/seconds before impact to hours after impact. We organized an Earthquake Early Warning (EEW) Workshop at the UCI Campus in May 2006 that brought together researchers from IT, seismology, earthquake engineering, and social science with various stakeholders including emergency managers, state & local policy makers, local community (schools & parents) and private industry. The workshop discussed the needs, challenges, and feasibility of earthquake early warning including the role of RESCUE dissemination technologies in a pilot study to deliver alerts to California schools. The workshop raised important challenges in the implementation and deployment of new technologies to disseminating earthquake alerts and warnings that we have summarized in an appendix to this report. Other efforts on understanding dissemination scenarios included detailed quantitative analysis of variety of data related to Sept 11th WTC attacks that provided insight on the role diverse organizations can play in the dissemination process. We also initiated a simulation based study on the diffusion of crisis information through interpersonal networks. 

From an IT perspective, we developed a system to disseminate customized information that leverages existing organizational networks and notification systems to reach the public during crisis. Customization policies to accommodate multiple delivery modalities, geographies, disaster 
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contexts and recipient knowledge (language, disabilities etc.) can be specified through a rule engine. Mechanisms to exploit peer-based publish subscribe infrastructure for scalable and efficient customized dissemination & techniques for cost-based optimization of push vs. pull based dissemination were developed. Our work on robust & scalable delivery infrastructures focused on developing a flash dissemination protocol – CREW, a minimum-state peer-to peer (P2P) gossip-based protocol that outperforms state of the art dissemination systems (e.g., BitTorrent, Bullet, SplitStream) - while maintaining the stateless fault-tolerance properties of traditional gossip protocols. Further, we have also investigated centralized, global-knowledge protocols for dissemination. We also explored fast, reliable, and efficient dissemination of application-generated data in heterogeneous wireless networks that exploits multiple radio interfaces, hybrid networks and mobility patterns. 

In summary, in Year 3 we have made substantial progress along both research and artifact development as specified in the strategic plan. We have developed collaborations with industry partners (SBC), government agencies (CA Governor’s Office of Emergency Services), school board officials to deliver warning information to K-12 schools. Talks are in progress with other academic partners (Caltech, UC Berkeley) and government partners for RESCUE to serve as key IT provider in a pilot study that plans to implement real-time alerts within the State of California; and to establish a non-profit consortium of entities interested in public warning systems. 

In Year 4, we intend to launch a study that explores dissemination scenarios with longer warning times, e.g. hurricanes. We have initiated preliminary work on the role of citizen communications such as blogs for creating awareness among the public and responders. Our plans are to build an analytical framework for describing public communications following a disaster through remote and in-field ethnographic studies of real disaster events. Examining both low- and emerging high-tech forms of citizen communications, we will develop prototypes for location-aware, and hybrid digital-physical technologies that support different forms of information seeking, provision and personal expression. We expect to leverage efforts of the SAMI effort on a hurricane analysis portal to develop a portal-based hurricane warning system for the public at large. Furthermore, our recent discussions with the city of LA and City of Ontario has helped us identify a need for disaster donor management portal that connects the public & first-responder organizations with the donor organizations willing to provide resources required. Both our community partners identified this as a primary gap where IT can significantly help. We recognize donation management as an interesting and important challenge to which our current work on publish-subscribe systems can provide a technology substrate. Depending upon resource availability (and additional funding available), we intend to explore developing a scalable and robust donation management system.

Dissemination Annual Report Year 2

INFORMATION DISSEMINATION

This final thrust area focuses on research activities that study how information can be

dispersed quickly and efficiently to various entities and organizations. The research

explores how various forms of social behaviors emerge during disasters and how

knowledge of these behaviors can help customize and personalize information delivery

to save lives and property. Table 2-5 presents a listing of active research projects and

tasks in the area of Information Dissemination.

Table 2-5 Information Dissemination - Project Areas, Tasks and Investigators

Project Area Task No. Task Description Institution/

Investigator

D1.1 Network Data D1: Understanding Sets UCI/ C. Butts

and Classifying

Dissemination

Scenarios,

Modalities and

Needs

D1.2 Responder Networks in the

WTC Disaster

UCI/ C. Butts

D2: Behavior

Model of Social

Phenomena

D2.1 Modeling Information Flow

Through Networks

UCI/ C. Butts

D3.1 Customizable Dissemination in

Pervasive Spaces

UCI/ S. Mehrotra, N.

Venkatasubramanian

D3.2 Navigation Support for Users

with Disabilities

UCI/ S. Mehrotra, N.

Venkatasubramanian

D3: Customizable

Dissemination

Systems

D3.3 Targeted Dissemination UCSD/ R. Rao, G.

Chockalingam

D4.1 Flash Dissemination in

Heterogeneous Networks

UCI/ S. Mehrotra, N.

Venkatasubramanian

D4: Exploiting IT

Infrastructure for

Dissemination D4.2 Rapid Middleware Framework UCI/ S. Mehrotra, N.

Venkatasubramanian

D5.1 Gerrymandering: Efficient Data

Dissemination in Client-Server

Environments

UCI/ C. Li

D5.2 Route Preview Software with

Audio Cues for First

Responders

UCSD/ R. Rao, J. Miller

D5: Dissemination

Systems and

Optimizations

D5.3 VIEWS ImageCat/ R. Eguchi,

C. Huyck, M. Mio, S.

Ghosh

Major Activities and Findings:

D1 UNDERSTANDING AND CLASSIFYING DISSEMINATION SCENARIOS,

MODALITIES AND NEEDS

D1.1 Network Data Sets (UCI/ C. Butts)
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Our research utilized data from the World Trade Center disaster (obtained from the Port

Authority of New York and New Jersey) to construct two large network data sets for

emergency phase responder interaction. The first of these data sets involved 17

networks (ranging in size from approximately 50-250 responders) describing

interpersonal radio communications among various responder groups (including both

specialist (e.g., security, police) and non-specialist (e.g., WTC maintenance workers)

responders. The second data set consisted of approximately 160 networks of reported

communication and interaction, based on police reports filed by the Port Authority Police

Department. Initial analyses of this data have already yielded a number of useful findings

regarding the use of radio communication systems during the early hours of the WTC

disaster. Individual system usage was found to vary greatly in terms of communication

volume, number of partners and system role; surprisingly, however, few significant

differences were observed between specialist and non-specialist communication

patterns. While responders whose formal roles entailed coordinative activity were found

to be more likely to occupy central positions than those without such roles, the

overwhelming majority of central actors appear to have been “emergent” coordinators.

These and other results suggest that responder communication systems must support

heterogeneous usage patterns, and that any usage constraints (e.g., bandwidth caps)

must be sufficiently flexible to allow on-the-fly reconfiguration by responders in the field.

Problems with unit separation further suggested that automated location dissemination

systems might have reduced the communicative load for many responders, and allowed

for the more rapid evacuation of the WTC facility.

D1.2 Responder Networks in the WTC Disaster (UCI/ C. Butts)

Our research set the context for dissemination overlay networks similar to the ones used

in the RapID system described above. Examining responder radio communication

networks at the WTC disaster showed that emergency-phase communications were

dominated by a relatively small group of “hubs” working with a larger number of

“pendants” (responders with a single communication partner). Very little clustering was

observed, strongly differentiating these networks from most communication structures

observed in non-emergency settings. More surprising was finding that communication

structures among specialist responders (police, security, etc.) did not differ significantly

from those of non-specialist responders (maintenance or airport personnel) on most

structural properties. This seems to suggest that emergency radio communication in

WTC-like settings is not a function of training or organizational context, and that similar

considerations should enter into the design of communication systems for both types of

entities.

While communication structure at the WTC showed surprising homogeneity across

responder type, substantial differences were observed across individual responders.

Most responders communicated a small number of times with very few partners (often

only one), but some had many partners (in some cases covering 30-50% of the whole

network). Those with many partners tended to act as coordinators, bridging many

responders who did not otherwise have contact with one another. Strong heterogeneity

between positions suggested that effective communication systems for first responders

must be able to cope with substantial interpersonal differences in usage. More

significantly, subsequent analysis of coordinators at the WTC found approximately 85%

to be “emergent,” or lacking an official coordinative role in their respective organizations.

We found that not only must effective responder communication systems deal with

heterogeneous usage patterns, but system designers cannot assume that intensive

users will be identifiable ex ante. A lack of significant differences between specialist and
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non-specialist responders indicates that this concern is relevant for established crisis

response organizations and those not conventionally involved in crisis response.

Two major findings have already emerged from preliminary analyses of the WTC police

response. The network of interaction among Port Authority police at the WTC site

appears to be quite well-connected. Individual reports suggest that the response

fragmented into small, isolated groups, but the interactions of these groups over the

course of the response appears to have led to a fairly well-integrated whole; the scale of

the integration was likely not easily understood by individuals in the field. Despite this

overall connectivity, police reports suggested that effective localization technology might

have aided the WTC response, particularly during the period following the collapse of the

first tower (when many units lost visual contact due to the resulting dust clouds). The

extensive effort devoted to finding and tracking personnel seen in the WTC radio

communications seems to indicate that localization could permit faster evacuation during

events of this kind.

D2 BEHAVORIAL MODEL OF SOCIAL PHENOMENA

D2.1 Modeling Information Flows Through Networks. Work on this task has been

inactive this year and is expected to resume in Year 3.

D3 CUSTOMIZABLE DISSEMINATION SYSTEMS

D3.1 Customized Dissemination in Pervasive Spaces

(UCI/ S. Mehrotra, N. Venkatasubramanian)

Using an evacuation application as an example of a crisis-related activity, this work

explored dissemination where users in a pervasive space have varying communication

channels at different levels of reliability. The work formulated the customized

dissemination problem for pervasive spaces, showed the complexity and developed a

linear programming solution to the problem.

D3.2 Navigation Support for Users with Disabilities

(UCI/ S. Mehrotra, N. Venkatasubramanian)

Crisis scenarios can cause temporary impairments for users, so evacuation procedures

cannot be generalized for normal populations. Technologies to aid in evacuation of users

with disabilities and those impaired due to the crisis are important in crisis response. We

developed a system called SAFE – Systems-based Accessibility For Evacuation – to

support evacuation of users with disabilities from a region that has been affected by a

disaster or get first responders to the users in need.

D3.3 Targeted Dissemination (UCSD/ R. Rao, G. Chockalingam)

Research goals of this group were to develop a fully automated system building on the

concept of "humans as sensors" to collect and relay disaster-related information to the

general public and to the first responders. Though government agencies and the private

sector have some of the basic data needed for effective disaster prevention and

management, the means to effectively disseminate the data in an intelligent manner (i.e,

delivery of relevant and timely information to the right target population) is lacking.

Typically the data is disseminated in a broadcast mode, which could create a situation

confusing to the public. Also, in many situations, there is significant lag in the collection

of crisis-related data by the government agencies. This lag can be eliminated by

empowering the general public to report relevant information.
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Using San Diego as a testbed, we will develop, deploy and test a targeted dissemination

system that will empower the general public (in particular, commuters) to act as human

sensors and relay information about incidents, ranging from wild fires, mudslides and

other major accidents, to the general public and to the 911 control center. The speechrecognition-

based system can be accessed simply by making a phone call to the

system. Because past experience (the San Diego wildfires of 2003) has shown that that

the general public will not adopt such a system if you inject a new phone number during

the time of a disaster, the system should be available on a regular basis, disseminating

information that is valuable to the public on an everyday basis.

We will address these problems by using a traffic notification system that has been

operational for the past two years and used by thousands of San Diego commuters

every day as the basis for prototype. The system currently provides personalized realtime

traffic information to commuters via cell phones (http://traffic.calit2.net). We are

modifying this system to enable commuters to report incidents 24x7, including time,

location, severity and the urgency of the event.

D4 EXPLOITING IT INFRASTRUCTURE FOR DISSEMINATION

D4.1 Flash Dissemination in Heterogeneous Networks

(UCI/ S. Mehrotra, N. Venkatasubramanian)

Flash dissemination is a new form of dissemination that arises in mission-critical

applications where critical information is disseminated to a large number of recipients in

a very short period of time. Any solution must address the unpredictable nature of

information dissemination in a crisis. Since dissemination events (e.g. major disasters)

are unpredictable and may be rare, deployed solutions for flash dissemination may be

idle for a majority of the time. Upon invocation of the flash dissemination, large amounts

of resources must be (almost) instantaneously available to deliver the information in the

shortest possible time. Heterogeneity of receivers and communication networks poses

challenges in determining efficient policies for rapid dissemination of information to a

large population of receivers. We explored this problem from theoretical and pragmatic

perspectives, developed optimized protocols and algorithms to support flash

dissemination and aimed to incorporate our solutions in a prototype system. During

periods of non-use the idling-cost (e.g. dedicated servers, background network traffic) of

the system must be minimum (ideally zero), while during times of need, maximum server

and network resources must be available.

Flash dissemination may need to reach a very large number of recipients, leading to

scalability issues. For example, populations affected by an earthquake must know within

minutes about protective actions that must be taken to deal with aftershocks or

secondary hazards (hazardous materials release) after the main shock. Given the

potentially large number of recipients who connect through a variety of channels and

devices, heterogeneity is a key aspect of a solution. In the earthquake example,

customized information on care, shelter and first-aid must be delivered to tens of

thousands of people with varying network capabilities (dial-up, DSL, cable, cellular, T1).

Flash dissemination in the presence of various forms of heterogeneity is a significant

challenge. The heterogeneity is manifested in the data (varying sizes, modalities) and in

the underlying systems (sources, recipients and network channels). Varying network

topologies induce heterogeneous connectivity conditions – organizational structures

dictate overlay topologies, and geographic distances between nodes in the physical

layer influence end-to-end transfer latencies.
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We investigated a peer-based approach transferring the dissemination load to

information receivers. Using theoretical foundations from broadcast-theory, random

graphs and gossip-theory, we developed protocols for flash dissemination that work

under a variety of situations. DIM-RANK is a centralized, greedy, heuristic-based

approach; CREW (Concurrent Random Expanding Walkers) is an extremely fast,

decentralized, fault-tolerant protocol that incurs minimal (to zero) idling overhead.

D4.2 Rapid Middleware Framework (UCI/ S. Mehrotra, N. Venkatasubramanian)

RapID is a P2P prototype flash-dissemination system to support fast, distributed

dissemination of critical information. A network of machines forms the overlay network.

Because RapID is content agnostic, it can be used to distribute any file. A sender

machine can send data/content to all the other machines in a fast, scalable fashion. The

file to be disseminated is input at a command line, broken into chunks and 'swarmed'

into the overlay. On the receiving end, chunks are collected in the 'right-order' (using a

'sliding window'), and the output can be piped into another program or redirected into a

file (to be stored). We have prototyped a family of flash-dissemination protocols in

Rapid including DIM, DIM-RANK, Distributed DIM and CREW.

D5 DISSEMINATION SYSTEMS AND OPTIMIZATION TECHNIQUES

D5.1 Gerrymandering: Efficient Data Dissemination in Client-Server

Environments (UCI/ C. Li)

In our research, we considered a client-server environment where dynamically changing

data resides on the server, and queries on the client need to be answered using the

latest server data. Since the queries and data updates have different “hot spots” and

“cold spots,” to reduce communication costs, the PUSH and PULL paradigms need to be

combined. Data gerrymandering involves finding the minimum possible communication

cost by partitioning the data space into PUSH/PULL regions for a given workload. This

problem is relevant to applications such as traffic report and mediation systems. In the

PUSH regions, the server notifies the client about updates; in the PULL regions the

client sends queries to the server. We presented solutions under different

communication cost models for range queries and point updates. We gave a provably

optimal-cost dynamic programming algorithm for gerrymandering on a single range

query attribute, proposed a family of heuristics for gerrymandering on multiple range

query attributes, handled the dynamic case in which the workload evolved over time, and

validated our methods through extensive experiments on real and synthetic data sets.

Our research also considered other related variations on gerrymandering, including a

“passive” server (no PUSH); and having a client allow answers using stale data. We

studied how to answer client queries using server data to minimize the communication

cost while maximizing a certain goodness function. We completed a systematic study on

different algorithms for push/pull-based data dissemination, developed a family of

gerrymandering algorithms, and conducted extensive experiments to compare these

algorithms.

D5.2 Route Preview Software with Audio Cues for First Responders

(UCSD/ R. Rao, J. Miller)

The goal of this research was to investigate how to present audio cues to a firstresponder

using a GIS database and a location-based application so that the firstresponder

may follow a pre-defined path. We also investigated how audio cues can

allow a first-responder to become oriented in an unfamiliar environment. Assuming a

56

first-responder relies on his own senses for collision avoidance and personal safety, we

created a location-based application that will enable a first-responder to either maintain

orientation or follow a pre-defined route.

Our software application includes several features; it allows marking favorite waypoints

and paths, and supports presenting waypoints via an audio description in a meaningful

way. It marks waypoints as visited or unvisited, displays a list of neighboring waypoints

to the user’s current waypoint, identifies the last waypoint visited using the software’s

"back" feature, and allows a user to traverse a series of waypoints from the current

position back to the starting position. The software also presents neighboring waypoints

at an intersection in clockwise order, starting with the northern-most waypoint and listing

the remaining neighboring waypoints in the order of East, South and West. The user

interface (UI) models the UI of a cell phone application, enabling a user to select

information from a menu by entering numerical digits 0 through 9, and get information as

with a standard phone menu.

The software can guide a rescue worker through any defined path. From the beginning

of this path, the software will mark waypoints at an intersection that will lead him to the

end of this path. This feature will allow a rescue team to examine a hazardous situation

and guide a first responder along a pre-defined path. The software allows the user to

create a new path so that a first responder can mark a route to a desired waypoint.

Our research found that presenting neighboring waypoints in clockwise order efficiently

oriented the user with audio cues.

D5.3 VIEWS (ImageCat/ R. Eguchi, Huyck, Mio, and Ghosh)

The research team at ImageCat has been able to test and validate the application of the

VIEWS (Visualizing the Impacts of Earthquakes with Satellite) after the December 26,

2004 Indian Ocean earthquake and tsunami. VIEWS spatially catalogs video feed with

GPS. Observations made from video stills can be cross-referenced with any spatial data

set, yielding data such as damage level, distance-to-coast, or wave height from very

rapid data collection. VIEWS was initially developed with funding from the

Multidisciplinary Center for Earthquake Engineering Research (MCEER); its application

during the Indian Ocean earthquake and tsunami was a RESCUE research activity

where data and information collected by other RESCUE investigators (Mehrotra,

Venkatasubramanian) was integrated with moderate- and high-resolution satellite

imagery served from within the VIEWS system.
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Information Dissemination 
This final thrust area focuses on research activities that study how information can be dispersed quickly and efficiently to various entities and organizations. The research will focus on how various forms of social behaviors emerge during disasters and how knowledge of these behaviors can help customize and personalize information delivery to save lives and property. Specific research areas include: 

􀂃Structured Approach to Disseminating Information - to gain deeper insights into the communication process as it relates to information dissemination during disasters. We will explore how dissemination strategies depend upon knowledge concerning source, message, channel, and receiver effects from a social science perspective. 

􀂃Emergent Social Behavior within the Context of a Disaster – to identify important social phenomena that must be considered in managing a disaster; to develop behavioral models for these phenomena, and to test models by incorporating them into existing decision-support systems. 

􀂃A System for Customized Information Delivery - to build a system that can deliver needed information (voice, text or visual) to targeted audience. 

Research Priorities: Classification of dissemination scenarios and modalities; Determine requirements for information dissemination based on relevant subgroups via a detailed field study of crisis behavior and Taxonomy of information products and properties to be disseminated. 

Major Activities and Findings: 

􀂃UCI (Li) is conducting research to support distributed queries on dynamic data in order to minimize communication costs. This solution involves a technique referred to as Data Gerrymandering. The goal is reduce the cost for range queries, such as “finding all current accidents between two known exits on Highway 5.” The main objective of this technique is to partition the domain of the querying attribute into intervals, and decide the PUSH or PULL for each interval depending on the query and update distributions. This technique was inspired by the political practice of redrawing electoral districts to benefit one party, although the present framework promotes the greater common good by reducing overall communication costs. UCI has developed a family of algorithms for solving this problem, including a dynamic programming that can find an optimal solution. UCI is also considering different communication cost models, and show how the algorithms work under these models. Intensive experiments have already done conducted, and the results demonstrate the efficacy of the technique. A technical paper has been written on this topic and has been submitted for publication (VLDB 2004). 

􀂃P2P systems are now quite popular as a means of disseminating and sharing content in open distributed environments where nodes dynamically join and leave the network. Due to their distributed architecture, P2P systems offer many advantages, including robustness to failures (due to lack of centralized components), scalability of service as more users/peers join the system and greatly reduced administration costs (for any single organization). These same advantages can be used to build sharing and dissemination systems for emergency response. For example, different organizations may have different databases of information (e.g. maps of buildings, live video feed of road conditions, current locations of emergency resources) that may need to be shared across them. The time to set up, disseminate and share information from these databases must be quick, easy and efficient. Additionally, redundancy of data may be needed in case of failures (e.g. power, network outage) 

of participant(s). While a P2P approach fits these requirements quite closely, several issues must be overcome in order to realize the full potential of P2P systems. Primarily, P2P networks can be highly dynamic (as nodes can potentially join and leave the network at any point of time). Secondly, all peers may not be equal. Some nodes are typically more capable in terms of resources and data than others. The challenge then, is how to provide steady service in a dynamic network while fully exploiting the more capable peers. 

At UCI (Venkatasubramanian), researchers have addressed techniques for providing steady service in a dynamic network. This work specifically addresses the various dimensions of node dynamicity and their impact on the resulting network structure. We also proposed a new measure of dynamicity called persistence that is useful in determining the fraction of the network that is made up of stable nodes. This work has been accepted for publication in the IEEE International Conference on Peer-to-Peer Networks. Also at UCI (Mehrotra, Li, Venkatasubramanian), we have developed a protocol called “SPINE” for distributed metadata management in P2P networks. In the SPINE framework, stable nodes are elected (in a distributed manner) to form the ‘backbone’ of the P2P network. The stable nodes maintain meta-data about the network and help make searching for resources efficient and scalable. Our current work focuses on how data distribution information can be disseminated in a P2P network in an efficient manner and how a consistent view of a situation can be maintained across all peers in a distributed fashion. 

􀂃As part of this project, ImageCat is exploring the development of GIS-based solutions for situation assessment and information dissemination. One product that has been developed and is now being deployed as part of this thrust area is VIEWS (Visualizing Impacts of Earthquakes with Satellites). VIEWS is a portable, notebook-based reconnaissance system that links before and after 60cm Quickbird satellite imagery to a real-time GPS feed. The imagery provides city-wide coverage, and enables the visualization of damage sustained by individual structures. Integration with an underlying database allows a post-disaster reconnaissance team to catalog digital photos and observations of damage by map location for later retrieval. Additionally, the results of automated damage detection algorithms allow first responders to focus on the hardest hit areas. VIEWS begins to address many of the issues central to project RESCUE, such as the integration of IT solutions into disaster response. ImageCat is currently focusing on issues related to the use of VIEWS in the field, attempting to glean important lessons learned regarding its ease of use, its visualization efficiency, and concerns regarding software configuration. Tablet PCs, web deployment and integrated digital photography are all identified as possible extensions to the program. 

􀂃UCI (Shinozuka) is developing the analytical framework for assessing a community’s capacity to treat impacted populations after a major disaster. So far, they have developed significant insights into whether communities have sufficient hospital capacity (e.g., number of beds, ambulances, etc. ) to effectively respond to a large, regional disaster. UCI has also examined whether sufficient information on emerging technologies is available to first responders to affect actual implementation. To assess this, UCI is developing a platform that will be shared with first responders that estimates (in near real-time) the post-event state of the emergency response system (i.e., hospital and emergency care system). 
􀂃During the summer (2004), UIUC (Winslett) is investigating emergency response procedures in Champaign-Urbana. While their motivation is to determine how trust negotiation could be deployed to aid resource and information sharing between organizations during crisis response, expectations are to learn additional information that will be helpful to researchers elsewhere in the project. They are currently studying Champaign County's disaster response plan, and will then interview key players in the county for responding to three different types of disasters, including both natural and man-made. At the end of the summer, they plan a visit to Los Angeles to determine how what we have learned carries over to emergency response in Los Angeles. Tierney (Colorado) is helping UIIC in planning and executing this effort, and UIUC’s activities will be coordinated with Colorado’s. 

􀂃When first responders arrive at a disaster situation, they may initially saturate their senses of vision and hearing with real-time information or may have their functional vision and hearing reduced in a smoky or loud environment. These responders also must stay on track while following a route on foot despite distraction and disorientation. UCSD (J. Miller, R. Rao) has developed a prototype for the Navitron-Go system, which demonstrates how a first responder would use sense-of-touch to follow a pre-defined route. Navitron-Go requires the first responder to rely on his own senses for collision avoidance and personal safety. Navitron-Go provides a sense-of-touch guidance system that directs the first responder along the route only using the sense of touch. A pointer on a dial (like a hand on a clock) rotates clockwise and counterclockwise to guide the first responder left or right. The system gives a short buzz for go and a long buzz for stop. The system slides a knob right and left to show the first responder if he is closer or farther from his destination. The knob’s position also may show the approximate time left to complete the route. The prototype consists of a guiding device connected via an RF link to a tactile guide. The tactile guide should be held in the hand. The prototype requires a human guide who has line-of-sight to the user. The prototype has applications for computer-guided systems. 

􀂃First responders to a disaster situation may have to depend on other senses than their vision in a smoky environment or while wearing a hazmat suit. These responders also need to stay on track while following a route on foot despite distraction and disorientation. The demonstration platform is a laptop computer running Windows 2000 and using screen reading software to voice audio cues. UCSD (J. Miller, R. Rao) has developed a system which shows how a GPS system and audio cues via a cell phone could be used to guide a first responder. Cal-GIS allows the creation and preview of non-visual information describing a pedestrian route. A first responder can use Cal-GIS in real-time while walking a route to speak the distance and bearing of the nearest waypoint. The software speaks the distance between neighboring waypoints and corresponding estimated trip time and estimated number of steps between waypoints. 

􀂃UCSD (Chockalingam, R. Rao) has created a Mobile Command and Control (MCC) Center for Crisis Mitigation. The MCC is an end-to-end architecture that aids first responders in crisis field monitoring. It helps them gather critical information from the crisis scene in the form images, video and audio using mobile devices cell phones on the field, automatically time and location stamp them and relay it back to the control center. The events are automatically populated in a GIS database. The control center agents can view these events coming in from the crisis scene based on priority and location. The architecture allows for bi-directional communication between the control center and the first responders. The agents can message the first responders in the form of text messages or voice calls in groups or on an individual basis. 

􀂃Within disasters and other large-scale crisis situations, individuals attempt to obtain information from both formal (e.g., disaster warnings) and informal (e.g., rumors) sources. In this first year, UCI (Butts) has modeled the propagation of crisis information within social networks, using extrapolative simulation based on data drawn from various archival sources. Analysis of sequential communication data shows substantial differences in the retention and spurious appearance rates of different terms, consistent with past theories predicting the "sharpening" and "leveling" of informant accounts over multiple iterations. While these theories have often been held to run counter to ethnographic observations of complex (and often wildly inaccurate) rumors during times of crisis, simulation of message passing chains suggests that this is not the case: while reduction in signal complexity is common in early iterations of the chain, long-running chains (as can arise during periods of heightened tension, particularly within densely clustered networks) eventually give rise to signals containing numerous spurious elements. These simulations are bolstered by analytical results showing the expected information loss over time, as well as the long-run convergence of signals to a "noise barrier" of background chatter. 

The results obtained as part of this project are expected to advance our understanding of the information diffusion process within large populations -- an important consideration in the design of effective disaster warning systems. Current efforts are directed toward the modeling of more complex network structures, and to population-level analysis. 
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