Project Final Report Template
Reporting Years: October 1, 2003– August 1, 2010
GENERAL INFORMATION

This form contains 4 sections 
· Project & Personnel Information 

· Executive Summary and Research Information
· Educational Information, and 
· Outreach information. 

Each section has multiple questions that will help us generate an integrated report for both the RESCUE and Responsphere Annual and Final Reports. Please answer them as succinctly as possible. However, the content should contain enough details for a scientifically-interested reader to understand the scope of your work and importance of the achievements.  As this form covers both an annual and final report, the form asks you to provide input on the past year’s progress as well as overall progress for the entire 7-year program.
DEADLINE
The RESCUE and Responsphere reports are due to NSF by June 30, 2010.
Completed forms MUST be submitted by May 15th, 2010.  (Obviously, publications can be submitted through the website (www.itr-rescue.org) as you get papers accepted.).  It is crucial you have this finished by this date, as the Ex-Com will be meeting (some are flying in) to finalize the report.
SUBMISSION INSTRUCTIONS

The completed forms must be submitted via email to: 

· Chris Davison – cbdaviso@uci.edu  
Publications need to be submitted to our website in order for us to upload to the NSF:

http://www.itr-rescue.org/pubs/pub_submit.php
Auxiliary Material 

To help you complete this form, you should refer to both the RESCUE Strategic Plan which identifies the overall goal of the program (this information is needed in order for you to explain how your research helps to achieve the goals of the RESCUE program) and the RESCUE annual reports for Years 1 through 6, plus the strategic plan.  You can find these documents on the RESCUE projects website Intranet: http://www.itr-rescue.org 
SECTION A:  Project & Personnel Information

Project Title: Privacy Implications of Technology 
Names of Team Members: 
(Include Faculty/Senior Investigators, Graduate/Undergraduate Students, Researchers; which institution they’re from; and their function [grad student, researcher, etc])

Sharad Mehrotra, Nalini Venkatasubramanian, Marianne Winslett, Kent Seamons, Bijit Hore, Chris Davison, Ravi Chandra Jammalamadaka, Daniel Massaguer, Ronen Vaisenberg, Valentina Bonsi.

List of Collaborators on Project:

(List all collaborators [industrial, government, academic] their affiliation, title, role in the project [e.g., member of Community Advisory Board, Industry Affiliate, testbed partner, etc.], and briefly discuss their participation in your project)
· Government Partners:
(Please list)

· Academic Partners:
(Please list)

· Industry Partners:
(Please list)

SECTION B:  Executive Summary and Research-Related Information (2 pages per project/area – e.g., SAMI, PISA, networks, dissemination, privacy, metasim, social science contributions,  artifacts, testbeds)
 (This summary needs to cover the entire 7-year period of the grant.  However, information on recent research progress must also be provided. Please discuss the progress of your research within the context of the following questions.  Where possible, please include graphics or tables to help answer these questions.)

Executive Summary

Executive Summary: Describe major research activities, major achievements, goals, and new problems identified over the entire seven-year period:
(This will be the MAJOR section of your report.  The rest of this template will provide more detailed information for the subsections of the final report).

The section should answer the following questions:

1) What was the major challenge that your project was addressing and what were your goals?

Example: Creating on site networks and bi-directional data communication instantaneously which can meet the needs of data transmission both from first responders to the incident commanders and from incident commanders to the first responders.

2) What major technological/social science research questions were identified and what approach did you identify to solve the research question?
Example:  The research question in the above challenge could be (a) reliability of communication in mesh environments and in multi-carrier networks, and (b) building capacity by exploiting multiple networks. 

An example of approach could be exploiting multiple carriers, and of building mechanisms for prioritization of messaging to meet application quality. 
3) What were your achievements in meeting the goals and addressing the research questions which you would like to highlight?

Example:  Theoretical analysis of network capacities in such networks.  One can quote the main result in such a theoretical analysis. Engineering such multinetworks, coming up with mechanisms for data collection in such networks, etc. 

Products and Contributions: (Artifacts, 1st Responder adopted technologies, impact, and outreach).
This section should answer the following questions:

1) What products/systems did you develop?
2)  How were these products /ideas tested? 

3) What were the lessons learned? 

From Year 6 Reporting Template: 

From:
Bijit Hore [bhore@ics.uci.edu]

Sent:
Thursday, September 17, 2009 3:10 PM

To:
Chris Davison

Subject:
products and software for privacy (Rescue annual report)

Chris,

  Here are the two products developed for privacy:

PrivGoogleCalendar:-

PrivGoogleCalendar is a personal privacy management middleware targeted at the 

Google Calendar to empower individual users to control the privacy of their 

information. The model used to develop PrivGoogleCalendar is that the service 

provider is untrusted and the users cannot modify the Google calendar 

application. PrivGoogleCalendar sits between a Google calendar client (Google 

calendar web page, embedded Google calendar or other Google calendar clients) 

and the Google calendar server. It is browser independent and does not require 

any modification to the Google calendar storage model, data access protocol, 

and interface. It is developed based on proxy technologies, which enable it to 

intercept and secure the communication between the Google clients and the 

server. The current implementation supports most of the Google calendar 

functionality including searching and sharing. PrivGoogleCalendar was designed 

with usability as an important factor with the goal of making it easy to use 

for the average Internet users.

RegionMonitor:-

RegionMonitor is a SATware application that allows users to pose queries 

pertaining to other individuals and resources in the pervasive space. User 

needs and privacy requirements are modeled in a utility framework where users 

dynamically specify via policies their information and privacy needs as the 

positive and negative utilities associated with the release of certain 

information. SATware attempts to maximize the utility of the information being 

released while preserving privacy with a polynomial optimization algorithm 

based on distributed simulated annealing. This algorithm uses a probabilistic 

rule-based system to compute potential privacy violations.

Project Achievements: (This is where you get to tout the success of your project as well as new problems identified):
Please address following questions:

a) How did your work change the state-of-the-art in the area of your project? That is, what new scientific achievements can we attribute to your work?
b) How did the achievement lead to impact on first responders if any? Clear examples of such impact would be very useful. 

SECTION C:  Research Activities (this section will provide us information for the detailed appendix that will be included along with the executive summary)
(Please summarize major research activities over the past 7 years using the following points as a guide)
Project Name -- same as in Section A

Project Summary --- summarize again what the major objectives of the project. 
This is more or less a cut and paste from Section B that goes to executive summary. Feel free to elaborate a bit more about the project and its scope and in addition address the following questions. 

Describe how your research supports the RESCUE vision
(Please provide a concise statement of how your research helps to meet RESCUE’s objectives and overarching and specific strategies – for reference, please refer to the Strategic Plan).

How did you specifically engage the end-user community in your research?
How did your research address the social, organizational, and cultural contexts associated with technological solutions to crisis response? 

Research Findings 
(Summarize major research findings over the past 7 years).)
Describe major findings highlighting what you consider to be groundbreaking scientific findings of your research. 
(Especially emphasize research results that you consider to be translational, i.e., changing a major perspective of research in your area).
1) From Year 5 Reporting Template: Observation Systems: Systems that exploit variety of sensing technologies to create situational awareness which is then utilized to provide new functionalities (as in pervasive computing applications) and/or monitoring for security (as in surveillance systems). Within observation systems, in year-4 our focus was on “privacy-preserving surveillance” application. There, the goal had been to develop a system that enabled detection of a set of pre-specified events without exposing the identity of individuals who were not involved in the events of interest. In fact, in case of complex events (which unfold over an extended period of time), the identity of an individual is not exposed until the final stage of the event occurs. In the last year, we have significantly extended the model proposed in our earlier surveillance work and designed an application called the RegionMonitor. In RegionMonitor users are allowed to pose queries pertaining to other individuals and resources in the pervasive space. Also, each user is able to specify his information-usage policies which the system attempts to optimize. In RegionMonitor, policies are not only about privacy preferences of users, but about the generic utilization of the information about the individual that is collected and made available to other users of the system. To allow users to specify expressive policies for information utilization, we designed an expressive policy specification framework and language. The language allows users to specify the utility of information they seek and the information they provide for other users as well. In other words, a user can specify the (negative and positive) utility of both receiving information regarding entities and letting other entities receive information about him/her. While most privacy/security implementations simply translate policies into access control rules, we in addition carry out inference analysis using all previously exposed information and a variety of background knowledge before making information available to a user. Privacy violations encompass a security risk and thus, users express their willingness to take that risk by assigning negative utility values to such information being exposed.  We setup the problem as an optimization problem where the goal is to maximize the utility of the information given the users’ queries, their policies, and the possibility of inferring further information based on the queries’ answers. The resulting optimization problem turns out to be significantly complex, especially in a real-time setting. We develop a distributed, scalable solution technique for implementing such policies in the RegionMonitor application in real-time. More description about the pervasive infrastructure, SATware on which RegionMonitor is deployed can be found in the artifacts section.

2) Data outsourcing for easy sharing & mobile access: In year 3 and 4, we developed a couple of systems DataGuard and DataVault which provided users with secure remote storage and remote network drives respectively. The main benefits of such systems are ease of mobile access and sharing. In year 5 we continued to work on making the two systems more stable and adding new features. Significant amongst them is the search functionality that was built. The goal was to support multidimensional search over the encrypted data stored on the server-side. A dimension here refers to one of the many attributes that the data might have and a user is able to search over the set of encrypted objects by specifying selection criteria for one of more of these attributes (e.g., keywords for text attributes, range of numeric values or dates etc.). While previous work on search over encrypted data has assumed the availability of a compliant server (i.e., a server that implements the proposed algorithms/protocols), we explore a more challenging problem, that of supporting secure search utilizing only the vanilla keyword search functionalities provided by web-services today. Our solution is a middleware that carries out the data transformation, indexing, cryptographic operations, key-management, query translation etc. that are required for providing such functionality.
3) Data Dissemination system: [We haven’t done anything in this domain and if Marianned & Kent have done something here, we need to include it]
Highlight major research findings in this final year (Year 7).
Please discuss how the efficacy of your research was evaluated. Through testbeds? Through interactions with end-users?  Was there any quantification of benefits performed to assess the value of your technology or research?  Please summarize the outcome of this quantification.
Responsphere - Please discuss how the Responsphere facilities (servers, storage, networks, testbeds, and drill activities) assisted your research. 
Research Contributions 

(The emphasis here is on broader impacts. How did your research contribute to advancing the state-of-knowledge in your research area? Please use the following questions to guide your response).
What products or artifacts have been developed as a result of your research?
How has your research contributed to knowledge within your discipline?
How has your research contributed to knowledge in other disciplines?
What human resource development contributions did your research project result in (e.g., students graduated, Ph.D., MS, contributions in placement of students in industry, academia, etc.) 

Contributions beyond science and engineering (e.g., to industry, current practice, to first responders, etc.) 

Please update your publication list for this project by going to: 
http://www.itr-rescue.org/pubs/pub_submit.php
(Include journal publications, technical reports, books, or periodicals). NSF must be referenced in each publication. DO NOT LIST YOUR PUBLICATIONS HERE. PLEASE PUT THEM ON THE WEBSITE.
Remaining Research Questions or Challenges 

(In order to help develop a research agenda based on  RESCUE after the project ends, please list remaining research questions or challenges and why they are significant within the context of the work you have done in RESCUE.  Please also explain how the research that has been performed under the current RESCUE project has been used to identify these research opportunities).

Success Stories / Major Scientific Achievements 

(Use this section to highlight what your project has achieved over the last 7 years.  This is your opportunity to publicize your advancements and look back over our many years together and find those nuggets that really made a difference to science, first responders, etc.)

SECTION D: Education-Related Information
Educational activities:
(RESCUE-related activities you and members of your team are involved in.  Include courses, projects in your existing courses, etc.  Descriptions must have [if applicable] the following: quarter/semester during which the course was taught, the course name and number, university this course was taught in, course instructor, course project name)

Training and development:

(Internships, seminars, workshops, etc., provided by your project.  Seminars/workshops should include date, location, and presenter.  Internships should include intern name, duration, and project topic.)  What PhD students have graduated?
Education Materials:

(Please list courses introduced, taught, tutorials, data sets, creation of any education material of pedagogical significance that is a direct result of the RESCUE project).
Internships: 
(Please list)
SECTION E:  Outreach Related Information
Additional outreach activities: 
(RESCUE-related conference presentations, participation in community activities, workshops, products or services provided to the community, etc.)
Conferences:
(Please list)
Group Presentations:
(Please list)
Impact of products or artifacts created from this project on first responders, industry, etc.    
(Are they currently being used by a first-responder group? In what capacity? Are they industry groups that are interested in licensing the technology or investing in further development?).
Year 6 Annual Report Section on Privacy
Project 5:  Privacy Implications of Technology

Project Summary 

Privacy concerns associated with the infusion of technology into real-world processes arise for a variety of reasons, including unexpected usage and/or misuse for purposes for which the technology was not originally intended.  These concerns are further exacerbated by the natural ability of modern information technology to record and develop information about entities (individuals, organizations, groups) and their interactions with technologies – information that can be exploited in the future against the interests of those entities. Such concerns, if unaddressed, constitute barriers to technology adoption or worse, result in adopted technology being misused to the detriment of society.  Our objective in the project has been to understand privacy concerns in adopting technology from the social and cultural perspective, and to design socio-technological solutions to alleviate such concerns.  We have focused on applications that are key to effective crisis management.  For example, applications for situational awareness might involve personnel and resource tracking, data sharing between multiple individuals across several levels of hierarchy and authority, information integration across databases belonging to different organizations. While many of these applications have to integrate and work with existing systems and procedures across a variety of organizations, another ongoing effort is to build a “sentient” space from the ground up where privacy concerns are addressed right from the inception, trying to adhere to the principle of “minimal data collection.”

Activities and Findings

In year 6 we continued our work in the two main areas – creating privacy-aware observation systems (pervasive spaces) & secure data management and sharing systems in the outsourcing scenario. In last year’s report we had identified some open problems in both these areas as possible directions of work in year 6. Additionally, we had also identified “privacy in dissemination systems” as an area we want to look at in year 6. In observation systems, we had initiated work on the RegionMonitor system which allowed users to pose queries to the pervasive environment and get response in real time. The goal was to make RegionMonitor a lot more expressive for users both in terms of queries that can be asked and privacy preferences that can be specified. This brings a new set of challenges in terms of inference control in a more dynamic environment. In the secure data outsourcing area we concentrated on middleware oriented models – we considered the problem of confidentiality in standard web-applications that manage a variety of privacy-sensitive user data, e.g., document management solutions like Google Docs, schedule-management software like Google Calendar etc. We propose a generic privacy middleware that sits between the client and the web-service and carries out a variety of security specific tasks such as encryption and decryption of data, key generation, query translation etc. Basically, the idea is to enable the user to take a greater control of the privacy management of his data, by allowing him to selectively encrypt portions of his data before storing it on the server. While storing encrypted data on the server is not a problem, it is a challenge to enable efficient search and querying on encrypted data on the server by utilizing only the available set of functionalities on the server. Basically, the middleware tries to provide a transparent interface to an user which allows him/her to access most features of the web application seamlessly even while enhancing the confidentiality of his/her data which was not possible in the normal case.  We describe these in greater detail below. 

Observation Systems: Previously (till year 5) we designed a system for detecting a certain class of events in pervasive spaces. We modeled the pervasive space as a distributed system consisting of a central server and a set of distributed sensors which communicated with the server. The approach was to maintain the state information of the entire space (centrally on the server) which is updated as and when new events are detected by the sensors and communicated to the server. We looked at an extreme adversarial model, where the server-side cannot be trusted with the information gathered by the sensors. This model is similar to the untrusted server model proposed in data outsourcing work where the threat is due to malicious insiders who have access to all server-side data and observer client-server communications. Since the server-side is not trusted, we keep the state information encrypted at all times. Additionally, we assume that the server has knowledge about the universe of events that the system is programmed to detect and can glean information by deciphering the object access patterns (even without decrypting the objects) in a communication round with the sensors. This imposes an even greater challenge to the system since the object access patterns need to be made safe with respect to an inference capable server. We assume that the sensors consist of tamper-proof hardware (for storage and computation) but have limited capacities for both. Therefore, the sensors are the only trustworthy components used in our design, but due to their limitations, they can only be trusted to store the captured information securely for a short period of time and carry out a limited amount of analysis and computation on them. As a result, encryption and decryption of data can only take place on the sensors and not on the servers. We developed a secure communication protocol between server and sensors that allow the sensors to update the state information and detect complex events as and when the conditions are met without revealing the events to a server-side snooper.

The disadvantage of working in the above mentioned adversarial model is that it is too restrictive. Further, it is not necessarily true in many cases where individuals are often willing to trust the system but perhaps not other users of the system. As a result, we considered this new (relaxed) trust model which enables us to leverage a significantly greater amount of server capabilities for implementing various functionalities. This allowed us to design a much more interesting, functionally richer system where the environment is modeled as a data streaming source on which users can pose real-time, continuous queries. Continuous queries are the long running and need to be evaluated against the dynamically changing state of the space. Here, the idea is to let users pose generic queries about the environment or other individuals and also allow them to specify their own policies for disclosing information pertaining to them. The goal is to release as much information as possible without violating the privacy preferences of individuals. Specifically, we built a middleware for pervasive spaces that plays the tradeoff between these two conflicting requirements - maximizing the utility of the information exposed and ensuring users’ privacy preferences are met. In order to resolve these two (often) conflicting objectives, we propose a framework grounded in utility theory where users dynamically control the level of disclosure about their information. We provide appropriate definitions of privacy and utility for RegionMonitor type of applications that are intended for supporting collaborative work in an office environment. Existing definitions of privacy and anonymity do not apply too well in this context. We propose a distributed solution that, given a user’s background knowledge, maximizes the utility of the information being disclosed to information recipients while meeting the privacy requirements of users. We implement our solution in the context of a real pervasive space middleware and provide experiments that demonstrate its behavior.

Secure data outsourcing and sharing systems: In years 3, 4 and 5 we developed two new products DataGuard & DataVault which allowed an individual to securely store his/her data on a remote server and access it from a diverse set of clients possibly located in unsafe environments. Data confidentiality and user authentication were two important challenges that were addressed in these software. In the past year, we focused on a slightly different setup – we looked at existing web applications where users stored and accessed personal data on servers remotely and asked ourselves, how can we make this secure? In other words, we wanted to explore approaches which would prevent the server from learning the content in user’s data, but nonetheless would allow the user to avail most of the functionalities of the application. We specifically looked at the Google calendar application which allows users to store events and their descriptions. Search is allowed using date range and keywords on “what”, “where” fields as well as free text search on the “description” field. We created a middleware that could adequately “obfuscate” the data representation on the server so that server-side entities are not able to learn these values. Specifically, we wanted to obfuscate the representation of dates of events and the keywords present in the text fields while still enabling search on these attributes. We implement the order-preserving encryption techniques proposed in EUROCRYPT-09 for enabling search on the date field and implement the hash-and-encrypt strategy proposed in CRYPTO-07 and DBSEC-07 for encrypting keywords. We realized that the techniques proposed in the above mentioned papers can be significantly strengthened in practice by incorporating a few heuristics. We use ideas of bucketization similar to what was used in our previous work to enhance the security of range queries on the date field. For keyword queries, we enhance the security of frequent words (to prevent frequency-based attacks) by using multiple hash functions for some chosen words. While such a technique increases the overhead of keyword matching and retrieval, the number of hash functions can be used as a tuning parameter for trading off security and performance.
Products and Contributions

PrivGoogleCalendar
PrivGoogleCalendar is a personal privacy management middleware targeted at the Google Calendar to empower individual users to control the privacy of their information. The model used to develop PrivGoogleCalendar is that the service provider is untrusted and the users cannot modify the Google calendar application. PrivGoogleCalendar sits between a Google calendar client (Google calendar web page, embedded Google calendar or other Google calendar clients) and the Google calendar server. It is browser independent and does not require any modification to the Google calendar storage model, data access protocol, and interface. It is developed based on proxy technologies, which enable it to intercept and secure the communication between the Google clients and the server. The current implementation supports most of the Google calendar functionality including searching and sharing. PrivGoogleCalendar was designed with usability as an important factor with the goal of making it easy to use for the average Internet users.

RegionMonitor
RegionMonitor is a SATware application that allows users to pose queries pertaining to other individuals and resources in the pervasive space. User needs and privacy requirements are modeled in a utility framework where users dynamically specify via policies their information and privacy needs as the positive and negative utilities associated with the release of certain information. SATware attempts to maximize the utility of the information being released while preserving privacy with a polynomial optimization algorithm based on distributed simulated annealing. This algorithm uses a probabilistic rule-based system to compute potential privacy violations.

Year 5 Annual Report Section on Privacy

Project 5:  Privacy Implications of Technology

Project Summary 

Privacy concerns associated with the infusion of technology into real-world processes arise for a variety of reasons, including unexpected usage and/or misuse for purposes for which the technology was not originally intended.  These concerns are further exacerbated by the natural ability of modern information technology to record and develop information about entities (individuals, organizations, groups) and their interactions with technologies – information that can be exploited in the future against the interests of those entities. Such concerns, if unaddressed, constitute barriers to technology adoption or worse, result in adopted technology being misused to the detriment of society.  Our objective in the project has been to understand privacy concerns in adopting technology from the social and cultural perspective, and to design socio-technological solutions to alleviate such concerns.  We have focused on applications that are key to effective crisis management.  For example, applications for situational awareness might involve personnel and resource tracking, data sharing between multiple individuals across several levels of hierarchy and authority, information integration across databases belonging to different organizations. While many of these applications have to integrate and work with existing systems and procedures across a variety of organizations, another ongoing effort is to build a “sentient” space from the ground up where privacy concerns are addressed right from the inception, trying to adhere to the principle of “minimal data collection.”

Activities and Findings

In this project, our goal has been to address the various privacy challenges in technology adoption for crisis response. We identified three main areas of focus: 1) observation/data collection systems, 2) data sharing systems, especially in the outsourcing model and 3) data dissemination systems.  We made substantial headway in the design and implementation of observation and data sharing systems over the past year. We have also identified some important privacy-related issues that need to be addressed in data dissemination systems. We present a summary below of the work completed over the past year and the problems that have been identified for each of the three areas above for the coming year.

Observation & Data Collection Systems.  In Year 5, we have made the following advances in observation and data collection systems related privacy research:

a). Observation systems refer to those systems that utilize a variety of sensing technologies to create situational awareness which is then utilized to provide new functionalities to individuals (as in pervasive computing applications) and/or monitor activities for security purposes (as in surveillance systems). In Year 4, we focused on designing a “privacy-preserving surveillance” application. The goal of such a system is to detect whenever an event of interest (from a pre-specified set of events) occurs in the pervasive space.  The constraint being that it should not reveal the identity of individuals who were not involved in the events of interest.  In fact, in the case of complex events (which unfold over an extended period of time), the identity of no individual is exposed until the final stage of the event occurs.  We started working on a new privacy-aware pervasive space application called the RegionMonitor. In RegionMonitor users are allowed to pose queries that pertain to other individuals and regarding resources located within the pervasive space.  The application allows individuals to specify their information needs as one-time or continuous queries and information sharing (about self) preferences as policies. For example, user A may pose a continuous query as follows, “Alert me whenever B and C are in the conference room before noon”. He may set the preference for this to be very high if the day is “Monday”. Similarly, A may specify the following rule amongst his information sharing policies, “Do not allow B (A’s boss) to know my location during the lunch hours unless it is an emergency but allow C to know my location at all times”.  In RegionMonitor, policies are not only about privacy preferences of users, but about the generic utilization of the information about one’s information that is collected and made available to others in the system.  To allow users to specify policies for information utilization, we designed a policy specification framework and a suitably expressive language. Specifically, it allows users to intuitively specify the utility of information they seek (provide) about (to) others.  While most privacy/security implementations simply translate policies into access control rules, we in addition carry out inference analysis that considers all previously exposed information and a variety of background knowledge before making new information available to a user.  Privacy violations encompass a security risk and thus, users express their willingness to take that risk by assigning negative utility values to such information being exposed.  We setup the problem as an optimization problem where the goal is to maximize the aggregate utility of the information released by the system. The resulting optimization problem turns out to be significantly complex, and its implementation is challenging especially in a real-time setting.  We have developed a distributed, scalable solution technique for utility maximization in the RegionMonitor application.  More description about the pervasive infrastructure, SATware on which RegionMonitor is built, is provided in the artifacts section of this report.

b). Data generated in dynamic environments like pervasive spaces and location-based applications is critical for understanding the complex manner in which human movement and information access patterns intermingle.  Understanding the dynamics of such complex systems is essential for designing better and more efficient applications in the future.  But making the data generated in such environments available for research raises a plethora of privacy concerns regarding the storage, processing and sharing of the information contained therein.  In Year 4, we developed a probabilistic framework for analyzing privacy threats in dynamic location-based applications.  In Year 5, we extended these concepts to the problem of privacy-preserving trajectory data release.  We defined a novel notion of location-privacy for trajectory data that takes into consideration adversarial knowledge like background information and domain knowledge. The goal as we mention above, is to release aggregate level trajectory information while preventing the adversary from inferring in the specific locations that individuals occupied under a variety of attack scenarios. In this work, we also identified generic utility measures that cover broad classes of queries and developed location-generalization algorithms using trajectory clustering schemes.  The generalization algorithm is an optimization procedure that tries to maximize the utility of the released data while simultaneously ensuring that all the privacy constraints are met.

c). Our extensive work on dynamic systems has significantly enhanced our understanding of the nature of privacy in such systems.  We have been able to identify common issues that occur across a variety of dynamic applications that need to address privacy concerns.  These range from the very definitions of privacy, the types of privacy constraints, the utility measure and finally to the solution techniques that are employed.  While we have made some progress towards developing a framework to reason about and deal with privacy in dynamic systems, much work still remains in completing the formalization. This will be a focus in the coming year.

Data Outsourcing for Easy Sharing & Mobile Access. In Years three and four, we developed two systems (DataGuard and DataVault) which provided users with secure remote storage and remote network drives, respectively. The main benefits of such systems were ease of mobile access and sharing.  In Year 5, we continued to work on making the two systems more stable and adding new features.  Significant amongst them is the search functionality that was built. The goal was to support multidimensional search over the encrypted data stored on the server-side.  A dimension here refers to one of the many attributes that the data might have and a user is able to search over the set of encrypted objects by specifying selection criteria for one of more of these attributes (e.g., keywords for text attributes, range of numeric values or dates etc.).  While previous work on search over encrypted data has assumed the availability of a compliant server (i.e., a server that implements the proposed algorithms/protocols), we explore a more challenging problem, that of supporting secure search utilizing only the vanilla keyword search functionalities provided by web-services today.  Our solution is a middleware that carries out the data transformation, indexing, cryptographic operations, key-management, query translation etc. that are required for providing such functionality.

Products and Contributions

· RegionMonitor - RegionMonitor is a SATWare application that allows users to pose queries pertaining to other individuals and resources in the pervasive space.  Each user is able to specify his information-usage policies which the system attempts to optimize. In RegionMonitor, policies are not only about privacy preferences of users, but about the generic utilization of the information about the individual that is collected and made available to other users of the system.
· DataGuard: (http://dataguard.ics.uci.edu) DataGuard middleware allows users to outsource their file system to heterogeneous data storage providers available on the Internet. DataGuard also preserves data confidentiality and integrity of outsourced information using cryptographic techniques.  DataGuard is fundamentally designed to be easy to use to the average user. 

· DataVault: (http://www.ics.uci.edu/~rjammala/DataVault) DataVault is an architecture designed for Web users that allows them to securely access their data from any machine connected to the Internet and also lets them selectively share their data with trusted peers. The DataVault architecture is built on the outsourced database model (ODB), where clients/users outsource their database to a remote service provider who delivers data management services such backup, recovery, transportability and data sharing. In DataVault, the service provider is untrusted.  The confidentiality and integrity of the user's data is preserved using cryptographic techniques.  The service provider manages encrypted data.  DataVault utilizes a novel PKI infrastructure and encrypted storage model that allow data sharing to take place via an untrusted server. 

Future Research Directions

While we have made significant contributions to two of the three subprojects mentioned above, we have not made significant progress in addressing the privacy requirements in data dissemination systems.  In the coming year, we intend to focus our efforts significantly in this direction. One interesting problem in this domain is that of privacy-preserving content dissemination in a publish/subscribe network. The problem is to efficiently match information requests (queries) from users to data being produced in the network without revealing too much information about the information seeker.

Besides the data dissemination work, there are several challenges remaining in the other two subprojects.  To name a few, we have issues of properly analyzing inference risks in observation systems and strategies to deal with future inference.  For any piece of information that the observation system exposes to a user, there exists, potentially, some auxiliary information that the user could use to infer some private piece of information.  Properly analyzing the inference risk of exposing some information to a user is still an open challenge in observation systems.  Moreover, in an observation system, inference avoidance is also more challenging than in other systems due to the fact that users can change their queries at any time. That is, based on what the observation system answers, users can change their continuous queries.  Thus, the observation system needs to take into account such possibility in order to maximize the utility of the information being released and minimize the privacy violation risks.

In the data sharing work, there are several issues that need to be addressed.  For instance, more flexible sharing policies could be implemented than in the current version of DataGuard. Search optimization is another area which we are currently working on.  A few of the issues we are currently working on are compression of search indices, search on compressed indices, selection of suitable encryption functions that can handle various data formats etc.

Year 4 Annual Report Section on Privacy
Project 5: Privacy Implications of Technology

Our research on privacy implications, initiated in Year 3, focuses on privacy in the context of

following three systems where potentially identifying information about individuals may be

collected to provide new/improved functionalities.

1) Observation Systems: systems that exploit variety of sensing technologies to create

situational awareness that is then utilized to provide new functionalities (as in pervasive

computing applications) and/or monitoring for security (as in surveillance systems). Within

observation systems, our focus is on surveillance though the research has broader

applicability to applications where information such as person identity, context such as

location, time, and profile is captured for service provisioning.

2) Data Sharing Systems: where potentially identifying information about individuals (and/or

confidential information) may be shared amongst variety of individuals (or organizations)

amongst each other or with the government agencies. Our research explores a privacy

and confidentiality challenges in the context of rapidly emerging data outsourcing model.
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3) Data Dissemination Systems: where individual’s identity/preferences/context is exploited

to provide customized information dissemination. An example of such research is the

privacy challenge in the context of family reunification portal where we have developed

the SAW protocol described in the PISA project.

In each of these systems, our approach has been a) to understand and identify information

disclosure channels that exist, b) design studies that explore how diverse user groups perceive

loss of privacy through those disclosure channels, c) design privacy technologies to alleviate

disclosure threats. In year 4 significant progress was made along each of the research directions

identified for the privacy project including a paper that received the best student paper award at a

CVPR workshop.

Observation Systems: Our effort on privacy in observation systems in Year 4 focused on a)

developing Satware is an event-based middleware for sentient spaces that provides a platform for

privacy studies and also for developing, testing, and validating privacy technologies. Satware is

described separately in the Artifact Section of this report. We describe privacy research enabled

by the Satware infrastructure:

(1) Case study on sociological aspects comparing human behavior with and without privacyprotection

techniques incorporated into applications (Socially Conscious Surveillance Systems):

(a) Artifact Tracking and Green Comhpliance utilizing RFID and Video Technologies: This mixedmethods

research is the first privacy research project supported by the RESCUE SATware

framework. The research will examine privacy implications of adopting technologies to bring new

efficiencies and capabilities in social/human systems that are not possible without technologies.

The focus is on human systems in the context of smart-space infrastructure created by the

Responsphere deployment. During the first phase, RFID tags will be placed on coffee and

drinking cups within the coffee area on the 4th floor of Calit2 and monitoring of human behavior

(e.g., recycling), as well as artifact tracking, will be performed. During the second phase of this

study, a qualitative case study phase, we will address the participants' concerns with artifact

tracking and highly instrumented/surveilled environments. Coffee room participants will be asked

general, open-ended questions regarding the phenomena and their responses coded and

analyzed for recurring themes. The overall objectives of the research are to analyze the effects of

highly-instrumented spaces (smart spaces) on human behavior and to understand participants'

attitudes toward privacy in these spaces.

(2) Privacy Preserving People Finder: Users' evaluations of system quality also depend on

conceptions of privacy. Privacy is subjective and is dependent upon various factors, including

social context, location, and individual privacy preferences.. Attitudes and beliefs regarding

privacy also change over time and vary across different cultural settings. Thus two fundamental

problems in this area are defining users' expectations for privacy, and creating mechanisms for

meeting those expectations. Our current research seeks to define QoS mechanisms for privacy

which are sensitive to these issues, and which express privacy service quality to users in an

intuitive manner. We are also working to define management mechanisms that allow users to

define and communicate their privacy concerns with regard to technology. Finally, we seek to

determine the extent to which these mechanisms are likely to be actively utilized and to provide

value to the privacy consumer in realistic settings.

(3) Designing a privacy-preserving system for surveillance: We designed a sensor-based

surveillance system that detects various “events of interest.” including in particular events that

violate rules applicable in different environments. The novelty of the system is that the identity of

an individual is never revealed until he/she violates a certain rule (e.g., an access control policy).

The state of the system is maintained using encrypted automatons, and a certain (pre-specified)
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level of anonymity is guaranteed for every individual at all times. The key contribution of this work

is to formalize the notion of anonymity and derive the necessary criteria/constraints the data

representation and communication protocols need to satisfy in order to ensure the specified level

of anonymity for all individuals. We designed algorithms that minimize communication overhead

while meeting the privacy constraints. Our architecture is currently being integrated into the

SATware system. In the near future we want to extend this work towards detection of

“unexpected” or “abnormal” events where the semantics of such events might not be completely

known in advance.

(4) Study of privacy-issues arising in designing applications using location-based data: Here we

investigate the privacy concerns in the context of location-based service. We develop a

clustering-based framework for anonymizing location data for release. Specifically, we design

clustering techniques for trajectory-anonymization. A fundamental challenge in trajectory

clustering is dimensionality asymmetry. The assumption of symmetry taken by most clustering

techniques makes them inapplicable to this problem since the trajectories are of different lengths.

The challenge is to design a similarity measure and a clustering algorithm that can deal with

trajectories of different length, i.e., different starting and ending points.

Privacy & Confidentiality in Data Sharing Systems: Our goal here is to explore the privacy

and confidentiality challenges in the context of data outsourcing model. After our original paper on

outsourcing data management (ICDE & SIGMOD 2002), outsourcing Over the past few years,

following the trend of service oriented architectures, data outsourcing has emerged as an

important data management paradigm. It offers numerous benefits including reduced costs,

availability and is well suited to support mobility and data sharing. The model suited for first

responder organizations since it enables them access to data management without the overhead

of investing into Information Technology on their own. It is particularly suited for private

organizations and individuals to share data with response organization if and when the need

arises. Our work in this area in year 4 focused on the following:

(a) DataGuard: This is a middleware that builds a secure network drive over the untrusted data

storage offered by the Internet data-storage providers (IDPs). DataGuard adapts to the

heterogeneity in the data models of the IDPs and utilizes cryptographic techniques to preserve

data confidentiality and integrity of the client. The DataGuard middleware technology has just

been released as a software platform that allows users to securely outsource their information

(e.g., documents, video files, and audio files) to untrusted third parties.

(b) DataVault: This system is designed to provide data sharing as a service. It allows users to

outsource their file system and share their data with any user on the Internet. It does not require

a third party trusted PKI infrastructure for data sharing to take place. DataVault runs its own novel

PKI service to securely share data on the web and allows users to enforce complex security

policies at the file level. We are currently extending the DataGuard architecture to allow data

sharing to take place between its users. The goal is to overcome the lack of functionality at the

IDP side which currently does now allow secure transfer of data between users.

(c) Secure schemes and protocols for some common suit of operations required for data sharing,

and data integration: During times of crisis, information integration across multiple agencies may

be required. For instance, determining the common individuals in two separate lists of names

could be an important operation. To carry out such matching securely without exposing other

information is an important task. In this sub-project, techniques were developed for secure

aggregation and join computation using encrypted data over secure co-processors. Previous

techniques reported in the literature were shown to be vulnerable to a variety of attacks, and
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therefore more robust techniques were developed. We also developed secure authentication

protocols and protocols for simple device-pairing for pervasive spaces (SATware,

Responsphere).
Year 3 Annual Report Section on Privacy
Project 5: Privacy Implications of Technology

In response to the NSF’s recommendation, in Year 3 we launched a new project to explore privacy implications of key situational awareness and data sharing technologies being built in RESCUE. Our goal is to understand privacy concerns and explore if privacy technologies can be designed to alleviate such concerns. The project scope includes IT-use case studies, theoretical research on quantifying information disclosure, algorithmic approaches to control disclosure (“privacy-knobs”), and validation studies to test effectiveness of such knobs in alleviating privacy concerns.

Rapid progress was made along all the major objectives. In collaboration with Erin Kenneally (Law and Digital forensics specialist at UCSD), we launched a year-long study to explore how surveillance and situation monitoring technologies can be designed and deployed to minimize the potential privacy-invasive applications of surveillance technology, while simultaneously realizing

its utility. As a preparatory step, we designed and implemented multimedia event detection and querying middleware framework (CAMAS/VM [virtual machine]) for building situation monitoring applications. CAMAS/VM, deployed over the Responsphere camera and sensor testbed provides a rich platform for the privacy study. We also initiated discussions with VTC (a company that builds data collection and reporting software for Emergency Medical Technicians (EMT)) to study confidentiality and privacy threats in collecting & sharing medical records. In addition, in Year 4, we expect to launch a similar study for customized information dissemination technologies.

In terms of theoretical research, we made progress in defining location privacy in mobile and pervasive applications. While existing techniques focus on privacy when user identity is kept anonymous, we explored such threats in applications where the identity is pseudo-anonymous and non-anonymous which creates additional inference channels due to linkage through identity. We also characterized privacy threats in pervasive spaces when sensor data is used to detect events for situation monitoring. We designed algorithmic solutions to limit disclosure control in both these settings. We developed a novel approach to K-anonymize data using multidimensional partitioning that significantly outperforms all existing techniques. Also, we developed disclosure control mechanisms resilient to inference attacks based on pattern recognition in data. Both these works have significant implications to designing privacy knobs in data sharing and publishing. Progress was also made in designing privacy-preserving authentication (secret handshakes) and information delivery (OSBE) techniques and new research began on privacy-preserving group authentication (GSH).

We began exploring a novel data sharing architecture based on outsourcing intended for private organizations and individuals (where privacy is an utmost concern) to share critical information with first responders. This architecture builds on our effort on the PVault/Delegate system that provides secure access to personal data from both trusted and untrusted mobile platforms. We are considering 2 different case studies to drive our research privacy issues in data sharing. These include: (1) a collaboration with VTC (mentioned earlier) that collects medical information about individuals and maintains the data to help EMT provide better medical triaging, (2) a family reunification problem identified by the help of Red Cross in Champaign. In the immediate aftermath of a large disaster, there is usually a proliferation of family-and-friends disaster welfare inquiry web sites. Our ongoing research on information integration, entity resolution, and information extraction is well geared to provide the basic technology to find such sites, parse their interfaces, extract information from the databases behind them and from free-text entries, integrate the information gleaned from multiple sites, resolve the entries, and make it available through a one-stop-shopping interface. Such a family reunification system has significant privacy challenges in preventing sensitive information in falling into the wrong hands.

In summary, in our first year of the privacy project (i.e., 3rd year of RESCUE), we have launched privacy studies, explored key privacy technologies that can serve as “privacy-knobs”, and created a testbed that will serve as a validation platform. In Year 4, we expect to continue on our current research & further explore infusion of the privacy knobs in a few information sharing and situation monitoring systems, and validate the effectiveness of such technologies
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